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Part 1 Privacy

* Part 1.1: Differential Privacy
* Part 1.2: Membership Inference Attack

https://bhanml.github.io/ & https://github.com/tmlr-group



Differential Privacy (DP)

Motivation of Differential Privacy

Formal Definition of Differential Privacy

Different Mechanisms in Differential Privacy

Differential Privacy in Machine Learning

Takeaways and Discussions




Why Privacy”

“Anonymized” is not anonymous — three real-world cautionary tales.

2006 2008

Q ni

Netflix Prize de-anon.

AOL search log release

AOL Search Log Netflix Prize Dataset
’ \ U ID Ratings .
nursing schools <X atie User ID: 872-xxx
diet pills User ID: 872-xxx S et v Name: J. Doe
299-XxXX PR » Location: California, US
embarrassing rash 4417749 '
154-xxX AA Watched: 1,296 titles

bankruptcy help Name:
re-identified!

AOL released “anonymized” search queries
for 650 K users. Reporters re-identified
individuals from the queries alone (NYT
identified user no. 4417749 by name).
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Narayanan & Shmatikov linked the
“anonymous” Netflix ratings dataset to
public IMDb profiles, identifying individual
subscribers and their viewing history.

Lesson

2017 )

Membership inference

Record in training set?

([ ([ J ([ J
Model says: YES v
([ ([ J ([ J
i ini ?
P P P Record in training set:
API Model says: NO X

Shokri et al. showed black-box queries to a
trained classifier can reveal whether a
record was in the training set — even for
cloud ML APls.

We need a formal, quantitative guarantee: one individual's data should change what an analyst sees only by a
small, controllable amount. Differential privacy (Dwork et al., 2006) provides exactly this.



Intuition: A Concrete Example

Hospital query: “How many patients in this database have HIV?”

Database X

Alice opts in

A Alice
A Bob

A Carol
A Dave

-

Counting query g

' True answer on X

||I§q(x) — 43

' True answer on X'

|I| q(X") = 42

& Exact answer leaks Alice's status

DP fix: release a noisy answer

300 = q00) + Lap(;)

Neighbor X’

Alice opts out

— (no Alice)

A Bob
A Carol
A Dave



Definition of Differential Privacy

Setup:.

e X :adatabase with n records.

e f:Xn—>Y, the query, the question we ask of the data. e.g. how many patients have HIV?.

e Y :the answer space — the set of possible outputs of f.

e M :arandomized mechanism — releases M(X) = f(X) + noise so no single record can be identified.

M is (g, §)-differentially private if for every pair of neighboring
databases X, X' with [|[X — X'||, < 1, and every measurable S C Y: % ..... %
[ PriIM(X) € S] < e® - Pri[M(X") € S] + 6 ] \ /
where ¢ is the privacy budget. Smaller ¢ = Stronger privacy, more noise. _[: —>/\\
d is a tiny failure probability. —
v ‘ 6 =0 (pure e —DP) ] @© ’ 6 > 0 ((,8) —DP)
» Strict; * Tiny failure prob;
* Bound holds for every output set S * Flexible in real-world problems.



Reading the Parameters

& epsilon — privacy budget

Smaller ¢ = stronger privacy, more noise.

« Stronger privacy weaker privacy —
0.1 1 3 >10
strong typical moderate weak
@ Real-world examples
O) USCensus Apple -9 Research
M) 2020 QuickType — papers
e=19 ex2~38 ex1~3

Research targets strong privacy (¢ < 3); industry trades
larger ¢ for utility.

Census Bureau Adopts Differential Privacy. In KDD, 2018.
Learning with Privacy at Scale. Apple Machine Learning Journal, 2017.

6 delta — failure probability

With probability < 6 the bound may break.

1

0 K —
n

Rule of thumb

Concrete choices

@ P DP Billion-record @ Standard
ure datasets practice

5§ =0 5 ~ 1078 5§ ~ 107°

6 « 1/n means the failure event is rarer than picking out any
one individual.



Adding Laplace Noise to a Number

For a query f that returns one numeric value, release the true answer plus Laplace noise to reserve privacy.

MX) = f(X) +Y

What each term means

f(X) the true answer of the query on database X.

Af global sensitivity: the maximum change in f when one
record is added or removed.

€ privacy budget: smaller e means stronger privacy and
more noise.

Y noise sampled from the Laplace distribution.

‘ Noise scale is calibrated to the query: b = Af /¢

where Y ~ Laplace(0,b), b = Af /¢

Concrete example: count query

Query: “How many patients in the dataset have HIV?”
True answer: f(X) = 43
Sensitivity: Af =1 (one patient changes a count by at most 1)

Privacy budget: ¢=1

Noise scale: b=Af/e=1
Sample released answers (different run)
run1: 43+ 0.7 = 43.7
run2: 43-1.3 = 41.7
run3: 43+0.2 = 43.2

¢ Why it protects: With the patient or without, the noisy answer looks essentially the same.
So no one can tell whether the patient is in the database.
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Adding Gaussian Noise to a Vector

For a query f that returns a vector of numbers, release the true answer plus Gaussian noise to reserve privacy.

MX) = f(X) +Y where Y ~ N (0,0%])

What each term means Concrete example: count query

f(X) the true answer of the query on database X. Query: Average Blood Pressure by age group?

True answer: f(X) =[120.5,118.2, 125.0]
noise standard deviation, chosen from _
Af (sensitivisy), €, 4. Noise std: o=1

Y noise sampled from the Gaussian distribution. Sample released vector

[121.7, 117.4, 127.1]

each entry independently noised

{} Why Gaussian on a vector? For a vector with k entries, Laplace’s noise scales with k while Gaussian’s scale only with V.
So Gaussian noise is less likely to drown out the signal.

11
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Sampling an Item from a List by Score (L5}

For a query f that picks one item from a finite list, sample it with probability that grows exponentially with its score.

%ﬁé

Flesm

. o
\J;L/// RIKEN

e - s(X,h)
I M(X) = h, h €eH where PriM(X) = h] « exp( s )
What each term means Concrete example: pick the best classifier
h a candidate item from a finite list H (e.g. one classifier, Candidate: score Pr[ picked]
one hyper-parameter). h, Logistic regression 0.91 - 0.50
H the finite set of candidates R, SUM 0.56 - 027
s(X,h) ascore for each candidate h on data X (e.g., h, Random forest 0.78 . 0.13
’ validation accuracy)
- 0.65 0.06
As sensitivity of the score (max change in s from one hy K-NN
record) hs Naive Bayes 0.52 0.04
_ , Sample released item (different run)
< privacy budget: smaller € means stronger privacy and 1 h
more noise. run -l
run 2: hy
run 3: h,
oK Why it protects: The top-scoring candidate wins most often, but every candidate keeps a positive chance.

So no single record can block any particular choice.

https://bhanml.github.io/ & https://github.com/tmlr-group 12



DP in ML

We learned DP for a single query. Machine learning is a whole training process.

DP for a single query Machine learning is iterative
noisy g # C' Training loop x T - @

answer forward — loss — gradient —

Laplace / Gaussian / Exp

B [ Mererion )

data X data X update trained model
» Pick a mechanism (Laplace / Gaussian / Exponential) T iterations touch the data many times
* Add noise to f(X) one time « Model parameters change at every step
* Release one noisy answer  Trained model is used for future queries

The new question
What can we do to make sure that the trained model is differentially private?

13



Trained Models Leak Training Data

The trained model itself becomes the attacker's data source — no database access needed.

S — 1556
Y RIKMEN

@ Fredrikson et al., 2015 r\ Shokri et al., 2017

Model Inversion Attack m' Membership Inference Attack

An adversary repeatedly queries the trained model and uses the An adversary asks whether a record was used for training. Confidence
outputs to reconstruct private training inputs. gaps between seen and unseen records leak membership.
4 A s N e A e A e A ~ A
R . t ted VES
Trained model Many queries ecolrr\‘:":ltjc ¢ Record X Trained model it was in training set
\_ Y, \ J \_ Y, \ J \ J - J

@ The trained model itself is the leak. DP must be integrated into the entire training pipeline, not just into one query.

Model Inversion Attacks that Exploit Confidence Information and Basic Countermeasures. In CCS, 2015.
Membership Inference Attacks against Machine Learning Models. In /EEE S&P, 2017.
14



Where Can Noise Be Injected?

Noise Perturbation in Differentially Private Machine Learning Four types of Noise Perturbation

Noise Perturbation S ——— (a) Input
( ) @ <+— Backward flow n0|se In the data
a
d T
. m (d) (b) Objective
(b) noise in the loss
— * e p—
- . g(y, y) (c) Gradient
_— : — noise in each step
— =YYy
-_— — (d)  Output
, noise in the model
Private data

hidden layer
input layer output layer All four protect the same thing: the released model

Figure 3.2 (Han et al., 2025)
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Input Perturbation

(a) Input perturbation
Fukuchi, Tran & Sakuma (2017)

Idea: Data owners add noise to each record before release.
Train the model on the perturbed dataset;

Trained model

Train model
(output)

Perturbed dataset
(on perturbed data)

(released)
) 4 )

Add noise (locally)

Original records

(owners' data) (to each record)
Poe s e /
_ SO N
X7 + ~n n: (Gaussian) A
0
X2 » + N nz » %, » »
N estimated
X3 + v Ns X3 e
pacds model parameters
Independent gaussian noise per record e il \ / \ /
Xi = x; +n; 6 = argmin L(6;D)
0

Learner: trains on the perturbed dataset

Data owners: perturb locally before release
16

Differentially Private Empirical Risk Minimization with Input Perturbation. Discovery Science, 2017.



Objective Perturbation

(b) Objective perturbation f
Chaudhuri & Monteleoni (2008); Kifer et al. (2012);

Idea: Add arandom linear term to the training loss; release the (approximate) minimizer of the noisy objective.

Q Original objective Q Add random linear term e Noisy objective ° Optimize and release

L L /
T
bTe /
» | 7 » ’
- - \ /
e /
g 0 \
\ /
0 ) 1 \ /
6* + random linear term — bTo Se” 0
. 6*
where n is the number of samples; release approximate minimizer
. b is the random noise vector. ~ ~ —
L(6; D) L(6; D) 6 = argmin L(0; D)
]
Privacy-preserving Logistic Regression. In Neur/PS, 2008. 17

Private Convex Empirical Risk Minimization and High-dimensional Regression. In COL7, 2012.



Gradient Perturbation

4/03,{;\'5( > -
i RIKEN

(c) Gradient perturbation \/
Abadi et al. (2016 — DP-SGD)
Idea: At each step, clip per-example gradients to bound their £,-norm, then add Gaussian noise before the update.

o Per-example gradients a Clip each gradient e Average clipped grads o Add Gaussian noise e Update parameters

T

o T g, — /' =G G 9 p
2 g | o t t+1
9> N = J2 e “\_>,';» <C g2 7~ 1 7o
_ />-<\\.o 1 & ENT = } + y, r— —N - gt 3
n (02 1) % a7 W a2 (3202 B ~ ._>
: R | : : Ibatch i N(0,0%C?) =
gg | < M Jg — '\//':) <C | Wz A
Clipped gradient Noisy batch gradient Parameter update
WK 5 =i in (1, 1] s
ol & = VL6 x) - mm( 'm) J:\ §r = = Zg_i + N(O,JZCZI)] > Ot = 6 — 1 - G
. . B
If IVL]l, < C : keep gradient as-is. i

Otherwise : scale down to have norm exactly C.

18
Deep Learning with Differential Privacy. In CCS, 2016.



. - *s_: =
Output Perturbation
(d) Output perturbation 1o}
Lecuyer et al. (2019); Phan et al. (2019)
Idea: Train as usual, then add noise to the final parameters (or to the second-to-last layer).
e Trained parameters 9* ° Add Gaussian noise Released private
Parameters 6

» 16

training data D standard training
post-processing
Preserves DP
* . N
6* = argmin L(6; D) 0 =0 +N(0,0%])
0
Certified Robustness to Adversarial Examples with Differential Privacy. /EEE S&P, 2019. 19

Heterogeneous Gaussian Mechanism: Preserving Differential Privacy in Deep Learning with Provable Robustness. In [JCA/, 2019.
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Differential privacy is a mathematical guarantee, not a feeling.

* (¢,6) —DP bounds how much any single record can change the released output's distribution.

e Smaller € = stronger privacy, more noise. 9 is a tiny failure probability (typically <« 1/n).

Three canonical mechanisms cover the main output types.

* Laplace and Gaussian add noise to numeric outputs (counts, gradients, parameters).
* Exponential picks the best item from a finite set.

DP in machine learning protects the trained model.

* Noise can be injected at the input, objective, gradient, or output stage — all four protect the released model.
* DP-SGD (clip per-example gradients + add Gaussian noise) is the workhorse for training private deep models.

20



Discussions

) e
sy RIKEN

Things to think about When to use which mechanism

 How small should £ be? Smaller e means stronger privacy but * Counts, histograms, simple statistics — Laplace mechanism.

more noise — what's the right value? e Training neural networks — Gaussian noise on gradients (DP-

* Privacy vs. accuracy. More noise hurts the model's accuracy. SGD).

How much accuracy can we afford to lose? * Picking the best item from a list — Exponential mechanism.

* Where to add the noise? We saw four places (input, objective,

dient, output). Which fit task? * Protect data before it leaves the user — Input perturbation.
gradient, output). ich one fits your task®

e Will users trust it? A formal guarantee is great — but the
guarantee also has to be explained.

DP in the wild
O) Us Census 2020 C) Apple QuickType @ Research & industry
()]
Large-scale demographic Keyboard learning with local DP. Most academic papers and
release. e = 19 per release. e= 2~ 8 per user per day. deployed pipelines: e = 1 ~ 10.

21



Membership Inference Attacks (MIA)

Background of Membership Inference Attacks

Behavior-based Membership Inference Attacks for Discriminative Model

Loss-based Membership Inference Attacks for Generative Model

Limitations of Membership Inference Attacks

Takeaways and Discussions
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What is MIA

Membership inference attack is a privacy attack that decides whether a candidate sample was
included in the training set of a target model.

RIM=EN

MEMBER

Samples in the
Training set

.
mlin

NON-MEMBER
: Samples outside the
Training set
Candidate Data Target Model Model Outputs . .
(e.g., confidence scores) Predicted Membership

Candidate Data: The samples Target Model: The Higher confidence Membership is
the attacker tests for training- model being attacked, usually means the sample inferred by the
set membership. trained on private data. is in the training set. attacker.

Confidence score is just one example; other signals

(e.g., loss, prediction entropy) can also be used.

https://bhanml.github.io/ & https://github.com/tmlr-group 23
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Why MIA Matters? (\ ;

Healthcare Privacy Political Profiling
* MIA may reveal whether a patient’s clinical record was used : : :
: : . . * If models are trained on voter-intention or supporter data,
to train a disease-related model. This can indirectly expose i o
" N MIA can expose political affiliation.
sensitive health conditions.
- Jrothien Labour glitch put voting intentions data
_ _ _ of millions at risk
Can an attacker prove your medical records trained an Al — without ever
seeing them?
Exclusive: experts say sensitive information could
Yes. Membership inference attacks read the model's confidence potentially have been harvested and used for targeted

patterns. IBM proved it on clinical Al. election interference

Copyright Auditing Biometric / Identity Privacy
* MIA can be used as an audit signal to test whether * MIA may reveal whether a person’s face/image was
copyrighted works appear in training data, which matters included in a vision or generation model’s training set.
for ongoing disputes over Al training transparency. This raises surveillance and consent concerns.
Researchers suggest OpenAl An Al Company Scraped F- - \
trained Al models on paywalled Billions Of Photos For \ﬁ
O’Reilly books . . . €\
Facial Recognition.
Regulators Can't Stop It

Kyle Wiggers ~ 1:10 PM PDT - April 1,2025

https://bhanml.github.io/ & https://github.com/tmlir-group 24



Stage 1: Collect Shadow Data

Attacker collects auxiliary (shadow) data which has similar
distribution with training data to form simulated datasets.

Shadow Data

Shadow

Training Data

(Member)

Shadow

Testmg Data

The collected membership signal can be used to

=D

-

4 I
Stage 2: Training Shadow Model

Shadow model trained on shadow
training data (member) to imitate
the target model.

Shadow Model
Attacker knows the ground-truth

membership because it trains the
shadow model itself Y,

RIM=N
Motivation: Use shadow data to train shadow models and learn membership signals from member and non-

member behavior. Then, use these signals to infer whether a candidate sample was included in the training data.

-

(From querying shadow model on

Stage 3: Collect Membership Signal

Collect behavioral differences between
member and non-member samples.

Behavior

Difference
—)
C—

Member Samples
Logits Distribution

Non-Member Samples

Logits Distribution

(From querying shadow model on

shadow training data) shadow testing data)

\ 4

\ 4

A 4

A 4

Train Attack Model

Use membership signals as
features to train a binary
classifier to predict membership.

\L J L

Estimate Qutput Distributions

Estimate per-sample IN/OUT
output distributions and
compare likelihood ratios.

shadow models.

|

Train Better Shadows

Compose with target logits to
train stronger, more target-like

Compare with Reference
Samples

Compare with reference samples’
behavior to predict membership.

J/ \ J

Membership inference attacks against machine learning models via prediction sensitivity. In /EEE TDSC, 2022

Membership inference attacks from first principles. In /EEE S&P, 2022

L-leaks: Membership inference attacks with logits. AzXjv preprint, 2022

Low-cost high-power membership inference attacks. In /CML, 2024

https://bhanml.github.io/ & https://github.com/tmlr-group




1 n ] I. %’:\
Attack Classifier (Train Attack Model) (AR ] (94
o%sﬁn'g\\\@ -
RIK=N
Motivation: Models memorize training samples. Method: Train shadow models to infer membership.
* Shadow-model training samples are labeled as members, while
* ML models behave differently on seen and unseen data. test samples are labeled as non-members.
* Attackers can exploit confidence gaps to infer membership. ~ «  The attacker collects their prediction outputs and trains an attack
model to classify target samples as Member/Non-Member.
s N
(Step 1: Build the Attack Model’s Training Set W Step 2: Train Attack Model
Member Member
= Shadow Training output
Samples (Training samples) Training
Non-Member Non-Member
Shadovv output Attack Model
B | csting Samples Trained Shadow (Test samples) a binary classifier to
Model Logits D|str|but|on Logits Distribution predict membership
(Labels are known: the attacker trains the shadow model itself.)) S )
(Step 3: Inference Stage (Apply to Target Model) W
Binary
@) I Inference classification MEMBER NON-MEMBER
: Target Model Output: Target Attack Model
| Input: Candidate Data model’s logits (From Step 2) )
26

https://bhanml.github.io/ &

Membership inference attacks against machine learning models via prediction sensitivity. In /EEE TDSC, 2022
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LIRA (Estimate Output Distributions)

Motivation: Membership leakage is sample-specific.
* Not all member samples and non-member samples show
similar output distributions.

* Using the attack model for a unified judgment leads to a high

il Most Some
==__ "898 Non-member B8 Non-Member
. Samples D Samples
... |
Confldence Confidence

Logits Distribution Logits Distribution

Method: Shadow model based distribution test.

* Train shadow models with and without the target sample.
e Collect output distribution from member/non-member models.

* Compare target output with Member/Non-Member distributions.

Key Insight: Membership is a relative signal.

* LiIRA does not rely on a fixed loss/confidence threshold.

* It judges whether the target output better fits the Member or
Non-Member distribution.

Membership inference attacks from first principles. In /EEE S&P, 2022

Construct K Different |
Training Data without,
Target Sample

nstruct K Different
raining Data with
Target Sample

=1 0

% B

Non-member Member

Shadow Model Shadow Model
x K x K

x K

Collect K Confidence Values to

Query Each . i

4 Shadow Model on ‘ Estimate Confidence Distribution
o .
g the Ta rget Sample from Different Shadow Models
5]
=}
g Distribution on Distribution on
| Non-member Member

Shadow Model Shadow Model
NON-MEMBER MEMBER  Confidence of
GT Label
N Confidence Close to Member 1
Score from Distributi
Target Model istribution 27
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: o e
S 5_‘ =
| -Leaks (Train Better Shadows) AR
T, LR
N S
Y RikEN
Motivation: Shadow models may not match the target. Method: Logit-Guided Shadow Training.
* Traditional MIAs often rely on shadow models similar to the *  Query the target model with shadow data to obtain logits
target model. However, in black-box settings, the target which captures how the target model ranks and separates
architecture is usually unknown. different classes.
* Instead of guessing the architecture, L-Leaks lets shadow * Train the shadow model to match target logits, which align the
models learn the target’s logit behavior. behavior of shadow model with target model.
For different samples, logits
will contain valuable sample
knowledge. For example, nout ‘ Target Model
the logits tell us that the Y TargetModel EEEEEE Behavior |
high probability of this Logits of
1 I.. l -g b - Y Target Model KL Loss ,
picture is 2, the small (transfers target’s ;
0123456789 propability is 3, hardly like Input behavior to |
other numbers, shadow model) )
Shadow Shadow Modelt |
.. . 1
Key Insight: Logits reveal target behavior. Training Data ‘ Benavior !
12 3 4 5 6 1
* Logits reveal how target model ranks and separates classes. GT Label Shadow Model Logits of 1
: : Shadow Mode| =
* Learning target logits makes the shadow model more target- 5 H CE Loss
like in black-box settings. e (Tells which
Update Shadow class is right)

Model with KL+CE

https://bhanml.github.io/ & https://github.com/tmlir-group 28
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RMIA (Reterence

Motivation: Strong MIAs should be practical.

* Existing strong MIAs require many shadow models.
* With few shadow models, prior attacks become unstable.
* RMIA aims for high attack power with low computational cost.

If target sample x explains the target
model better than most reference
samples z; do, x is likely a member.

Comparison)

RIME

N

Method: Bayes-based relative test.

Rewrite P(6 | x) using Bayes rule.
Use target outputs for P(x | 8) and shadow models for P(x).
Compare x with many reference samples to see if x dominates.

Target Model Branch

—

Input

P(x|6)
RMIA . P(8|x) _ P)
Score ' P(0z;) Pz 0)

P(z) —

Bayes rule rewrites the intractable P(6 | x) into
measurable terms — P(x | 8) from querying the
target, P(x) from a few shadow models.

Target Sample x Target Model 6

‘ P(x|0)

Directly obtained
from the target
model

—e
The target model’s

confidence on x

Shadow Model Branch

a@ =

x K

Average confidence on the

Prior SOTA (e.g.,
P(x) LIRA) needs hundreds
P(x |6g) | Average t—% of shadow models;
RMIA: only a few
(even one)

P(x|91)

target sample

Reference samples z;: other samples from
the same data distribution, used to determine
whether the target sample behaves unusually

like a training member.

Target Sample x Shadow Model 6
Target

Reference Sample Branch

- $ Shadow
Input

Model 6;

Reference Sample z; ... zg

RMIA shifts
discrimination power
p—¢ from training models
to querying cheap
reference samples.

) Pz 6)

# P(z)

Low-cost high-power membership inference attacks. In /CML, 2024

https://bhanml.github.io/ & https://github.com/tmlr-group
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L oss-based MIA for Generative Model

* (Generative models do not expose classifier confidence signals.
* Membership is inferred from loss / reconstruction error rather than logits or confidence.

b — 1556 —
oBAPT\S‘ > RI I/I= N

* Lower error usually indicates stronger memorization and membership leakage.

Comparison between Behavior-based and Loss-based MIA

Leverage model behavior (e.g., logits, confidence) Leverage reconstruction quality or denoising
to distinguish members from non-members. accuracy(loss /error)to infer membership.
~ Input

Input DG - E

B4 s 6 Target Model

Target Sample Target Model Conf|der_1ce Signal Target Sample (Generative Model) Generated Sample
(Discriminative Model) Available Confidence Signal Unavailable

Two Main Approaches for Loss-based MIA

GAN-Leaks (for GAN/VAE) SecMI (for Diffusion)
* Search for the generated sample closest to target x. * Add noise to target sample until timestep x.
* Use reconstruction distance as the attack score. * Compare predicted noise with injected noise.
* Utilize distance loss to predict MEMBER. * Utilize denoising loss to predict MEMBER.
Memorized samples are easier to reconstruct. Members are denoised more accurately.
GAN-Leaks: A taxonomy of membership inference attacks against generative models. In CCS, 2020 https://bhanml.github.io/ & https://github.com/tmlr-group 30

Are diffusion models vulnerable to membership inference attacks? In /CML, 2023



GAN-Leaks (Signal from Reconstruction) s

Motivation: Generators hide membership signals.

Method: Reconstruction-based MIA.
Generative models are used to synthesize sensitive data. y

Search for the generated sample closest to the target sample.

Unlike classifiers, generators do not output confidence for * Use reconstruction distance as the attack score.

query samples.

Predict member if target sample can be well reconstructed.

Sample a batch of latent code z from prior
distribution (e.g., z ~ NV (0,1))

-
’——_ oy,

High
NON if Reconstruction
. MEMBER Distance
Low
Zq,Zy .. ‘ D G ‘

f—-N

MEMBER if  Reconstruction
Latent

__L/" Target - Distance
Target Model Sample x
Code
(GAN/VAE)
Reconstruction Find the nearest-neighbor reconstruction

Samples

Key Insight: Memorized samples are easier to reconstruct. Attack Score: Reconstruction Distance
* A generator trained on target sample x is more likely to

d(x) = minL(x,G(z))
: 7
reproduce a close.ver3|.on i x.. _ Lower score — stronger membership signal
Lower reconstruction distance indicates stronger
membership leakage.

https://bhanml.github.io/ & https://github.com/tmlir-group 31
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secMI Method (Signal from Denolising)

Motivation: Diffusion models need diffusion-specific MIAs. Method: Step-wise Error Comparing.

RIM=EN

*  GAN/VAE MIAs do not exploit diffusion training behavior. * Add noise to the target sample until a selected timestep x;.
* Generated samples are not necessarily closer to training samples. ¢ Ask the diffusion model to denoise x; back toward x;_;.
*  Membership should be measured through denoising process. * Compare the predicted noise with the actually injected noise.

Add Noise Add Noise Add Noise

Target Target Target
Sample x Sample x4 Sample x;
Denoise

Gradually add noise up to a specified step

Predicted Target Model

Key Insight: Members are denoised more accurately.

« Training samples are better memorized during denoising. Noise \ (Diffusion)
« Lower denoise loss indicates stronger membership leakage. Reverse denoise and compare with the actually

injected noise to infer membership.

https://bhanml.github.io/ & https://github.com/tmlr-group 32
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Open Challenge & Deployment

Are MIAs really effective on large models? Real-world deployment frictions
:I Distillation hides the trail. If only a distilled student Black-box APls. Many providers expose only top-k
n—) - model is exposed, can current MIA still detect data used APIa labels or short responses, blocking access to
g by the teacher? Largely unsolved. confidence vectors and gradients.
Skepticism around LLM results. Existing MIA studies Differential privacy & noise. Defenses such as DP-

. on LLMs use experimental setups that many a: ".© SGD add noise during training to hide each sample’s
researchers consider unrealistic — not aligned with '.*. footprint. That's exactly the footprint MIA looks for —
actual large-scale training. but stronger noise also hurts model accuracy.
Memorization is sample-specific. Large models Compute and audit cost. Strong attacks like LIRA and
memorize a long tail of rare samples but generalize on l S RMIA still need GPUs to retrain shadows — non-
common ones. MIA strength varies wildly by example. = 9 trivial for teams auditing third-party APIs.

From research to real-world deployment

— > (A > @ -> =
a @ a Open Challenges

Data & Training Large Model Deployment MIA Evaluation Stronger, practical, scalable
Large-scale, diverse data LLM / Generative Model APIs / Black-box access Measure membership risk MIA for the real world
https://bhanml.github.io/ & https://github.com/tmlir-group 33
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Threat: MIA reveals that models can leak whether a specific sample was used in training.

* Even one membership bit may expose sensitive information such as health status, identity, or copyrighted data use.
* The risk exists even when the model does not directly reveal the original training data.

Methods: MIA uses model behavior as evidence of memorization.

* Behavior-based methods such as LIRA, L-Leak, and RMIA compare model responses to infer membership.
* Loss-based methods use lower loss or better reconstruction as signals that a sample may be a member.

Challenges: Real-world MIA is still difficult to apply reliably.

* Black-box APIs, limited outputs, and distilled models make membership signals harder to observe.
* Large foundation models memorize unevenly, so attack success can vary strongly across samples.

https://bhanml.github.io/ & https://github.com/tmlir-group 34



DiIscussions

Realistic evaluation
Test under black-box APls, top-k outputs, and LLM/generative settings.
Report TPR at very low FPR, not only overall accuracy.

Scalable auditing
Reduce dependence on many shadow models and repeated retraining.
Make low-cost audits feasible for third-party or large-scale models.

Robustness across model release
Study whether membership signals survive distillation and fine-tuning.
Separate memorization from sample difficulty and distribution shift.

Defense-aware MIA
Compare risk before and after DP, unlearning, and data filtering. From lab attack — real-world attack
Study privacy—utility trade-offs, not only attack success.

Open discussion: What counts as enough evidence for a membership claim in the real-world setting?

https://bhanml.github.io/ & https://github.com/tmlir-group 35
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Course II: Trustworthy Private and Secured Learning RIKZH

—— Part1l Privacy —— ,~—— Part2. Attack —— ,— Part3. Governance

How to protect your private data in How to perform security attacks How to govern d?ta a_nd knowledge
. . ) in the learning lifecycle?
machine learning? between training data and models? _ _
Machine unlearning
Differential Privacy Model Inversion Attack Remove specific data
influence from trained
A privacy-preserving technique et Recovered . models.
that adds calibrated random il 44 " Reconstruct private -
noise to data to protect @ N features of the training Non-transfer learning
individual privacy - M . data from model Prevent unauthorized
i B knowledge transfer to
Membership Inference Attack .
P Data Poisoning Attack protect model [P.
y Federated learning
Infer whether a specific i _ _ .
individual's data s included in g@} 'd”JeCt or mOQ'fyl training Collaborative training while
target dataset by leveraging fa {%E{}—-@ ata to manipu ate keeping raw data local and
model outputs or statistical rosmenama i e Pttt e decisions -
differences. private.

\ AN .




Part 2 Attack

 Part 2.1: Model Inversion Attack
* Part 2.2: Data Poisoning Attack

https://bhanml.github.io/ & https://github.com/tmlr-group



Model Inversion Attack and Defense

Overview of Model Inversion Attack
Model Inversion Attack

Defense against Model Inversion Attack
Takeaways and Discussions

RIM=N



Model Inversion Attack

Y ik
* Given a trained model, the attacker tries to Threat Model |
reconstruct private features of the training data ’ At.tacker observes model signals
* Prior/domain knowledge shape recovery
« Attack surface: trained model * Goal: reconstruct private attributes or
representative samples
* Qutputs, embeddings, gradients, or labels can leak
information Attack Families
* Traditional MIA
* Generative image MIA
Model Training Phrase Inversion Attack Phrase e NLPem beddmg MIA
Private e Neural Neural Recovered * Graph tOpO|Ogy MlA
dataset @ Network Network é& dataset
rain Deployed as a Service ac ] ?
T ploy - Attack What’s Matter Now | |
* Large models expose richer signals and
Py \l » public auxiliary data makes
T T reconstruction easier.
Similar

(Credits from Han, Bo, et al. "Trustworthy machine learning: From data to models.”)

https://bhanml.github.io/ & https://github.com/tmlr-group 39



Differences with Membership Inference

~~ Membership Inference Attack ~

* Question: Is this sample in the
training set?

* Output is a yes/no privacy decision

* Often exploits overconfidence or

loss gap
Candidate Model
Sample Signals

Confidence/Loss

— Model Inversion Attack —

* Question: what does the training data
look like?

* Qutput is the reconstructed features,
image, text, or graph

* Often exploits priors & model signals

Random Target Loss

Logits Target class

~‘ S B
<:
- .
~~._ Back propagation _-="
~~_~- —_—,—
Training
Data

https://bhanml.github.io/ & https://github.com/tmlr-group
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General Framework

Model inversion attack does not require exact record recovery
Reconstruction is similar to representative private samples

queries

At

G e 2

outputs / = -,

embeddings / ' ; y .i, .

gradients @ q - Y8

7\ ‘\

Private Model Deployed Inversion Recovered data

training data training model M attack similar to training data
NS el e e ) Y \ J

A model M trained by data X
Prior knowledge K, hidden lever: leaked data, public auxiliary datasets, or model architecture
design a attack algorithm A that reconstructs as much information as possible X = A(M,X)

Model Inversion Attack Settings

White Box strongest Black Box Label Only IELES
* Architecture * Input-output queries * Only hard labels
* Gradients * Probabilities * Confidence is hidden
* Parameters * Embeddings

41
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Traditional MIA

* Choose a target class c . J

A 1956 &
target class ¢ C pomet O
class A APT\S -
. L v RIK=N
[ ] ° Y o [ ]
o o °

[ ] X [ ]

« Optimize a synthetic input x~N (u, 2). ‘“ 5 g o opmzd
* Minimize discrepancy between M(x) and c. g MU\/
* Objective: : /:‘:—_’.
x" = argmin, L(M(x),¢) + A R(x) o Tl
* R(x): regularization that avoids x to be meaningless noise. e . cassB

L: classification loss function, cross-entropy by default. >

feature dimension 1

.. ) White-box results
Traditional Model Inversion Attack

* Previous attacks assumed binary labels.

* Reveals that floating-point confidence scores are
"canaries” for the training data.

VTarget 7 Softmax MLP 4 DAE

o _ Defense results
* Maximize the confidence score for a target class label

by modifying input pixels.

* Limitation: limited to shallow model (e.g. linear &
regreSS|On1 SVMv and MI—P) no rounding r =0.001 r = 0.005 r=0.01 r =0.05

. . . 42
Model Inversion Attacks that Exploit Confidence Information and Basic Countermeasures. In CCS, 2015. https://bhanml.github.io/ & https://github.com/tmlr-group



GMIA: Model & Algorithm

z* = argmin, L(M (G (2)), c) + A|R(G(z))

ey

Technical focus: [generative model

Knowledge-enriched
Distributional Model Inversion
Attack. ICCV 2021

* Propose inversion-specific GAN.

* Better distill knowledge useful for
performing attacks.

* Model a private data distribution for
each target class.

e E e, , ,E,,,E,, e, ——,—— e, —m—————————— -

4
1 Inversion- e D/ s
I Specific GAN — — @ _— / :
! rg es |
! L i - ~ — T X
: Real imag ? K+1 output 1
1 | :
: // i
\ Target classifier P Soft label 4
S 1 G 7
__________________________________
P il Sl
'/ Distribut | ¢ D \\
1
| Recover y N(g,o%) - O ~_ — — m —_— /// .
: i Latent vector l ‘ P :
! 1
1 4 I
1 Target Target
i Label » — ” classifi !
(ARR 1
1 J 1
\ Identity | 1
N 7

__________________________________

A 4

and|regularization term|design.

Variational Model Inversion
Attacks. NeurlPS 2022

* Provide a probabilistic interpretation
of model inversion attack.

* Formulate a variational objective that
accounts for both diversity and

aCcuracy.
Head Orientation Face Shape Attacking
Head Location Nose Shape identity 0
~ Vs

~
~ /

Target
Classifier

§ For all layers

f :StyleGAN Mapping Net

S : StyleGAN Synthesis Net]
-7 ~.: Latent Prior

https://bhanml.github.io/ & https://github.com/tmlr-group

MIRROR: Model Inversion Attack
for Deep Learning Network with
High Fidelity. NDSS 2022

* Introduce StyleGAN distribution
clipping to enhance the inversion
performance.

©1clip ® I 5
‘ r @ ‘ﬁ
7 grad. based optim. logits Target clssifer
—clr
White-box attack Cross-Entropy o] WA L
1 )
0.1] § |

Search
algorithm

Black-box attack
e.g. genetic
algorithm

label
s Target
classifier
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GMI: Loss Function

* [ssue: Gradient Vanishing of CE loss

z* = argmin,

/

L(M(G(2)),c)l+ AR(2)

* Technical focus: progressively improves the MIA objective beyond CE

ICML’22: Plug & Play Attacks

Replacing CE with

a Poincaré loss, which
provides stronger
gradients when the
target confidence is
high

1.04

Gradient Value / Score

.. Score Lcg
ncaré == SCOre Lpoincaré

CVPR’23: Re-thinking MIA Against DNNs

Propose logit maximization

identity loss to better align = ¥ E

reconstructed
representations with
private data.

0L \\oe < -
35 =1 Po P RIK=N
C
1 oL 0
-1, — -
Pe " 0s,

pc: confidence/probability of target class (after softmax)
S¢: logit of target class (before softmax)

AAAI'23: Pseudo Label-Guided MIA via cGAN

Introduces a max-margin
loss to avoid the gradient
saturation problem of CE

G

/" Pseudo Label-Guided cGAN
/ Lg | b \
—_— ) — i B — ‘I —_ LD
Latent
Fake image

vector ? f T
] i ]

c :
Psudo ~ Dmbedding H
label lin
. Real image
E Random S
...... > Lim; - Augmentation|

NeurlPS’24: Pseudo-Private Data Guided MIA

Use inverted samples

as pseudo-private
data to fine-tune the
generator, increasing

the density of private-
like samples.

https://bhanml.github.io/ & https://github.com/tmlr-group
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GMI: Black-box and Label-only Attack {\/) 3
<l RIK=N

* Goal: Recover hidden optimization signals from feedbacks the target model still leaks.
* Technical focus: Replace missing gradients/scores with auxiliary alignment, decision-boundary
probing, RL search, and surrogate knowledge transfer.

CCS’19: MIA via Knowledge Allgnment CVPR’22: Label-Only MIA via Boundary Repulsion

Proposes a black-box
inversion model that
learns to map
prediction vectors
back to inputs using
only auxiliary data.

Introduces the label-only
MIA. Propose to estimates
directions in GAN latent
space using hard-label
queries and repels.

= O] (D)

CVPR’23: RL-based Black-Box MIA NeurlPS’23: Label-Only MIA via Knowledge
Transfer

Formulates black-box Iatent‘ | Converts label-only =

search as a RL problem, /E ‘‘‘‘‘‘‘ e inversion into a more .—>[_] _ Idﬁ

a]:c(_j llmDVOVez query d | = tractable white-box e

reconstruction qualiry,  HEE MR mEE astonfplestE) R

Decision Knowledge Transfer

https://bhanml.github.io/ & https://github.com/tmlr-group 45



Manifold Hypothesis of GMIA Loss

(7
\08 S -
5 RIKEN
Problem Understanding: Why do generative MIA works? Method & Key Insight: Smooth First, Then Let the Generator Filter
« Traditional MIA do not work well because in input-space * Raw gradients contain unstable off-manifold components.
optimization, loss gradient goes off the generator manifold. * Averages transformed/perturbed gradients to remove off-
* Generative MIA methods implicitly denoise these gradients by manifold components.
projecting them onto the tangent space of the manifold. Smoothed, alignment-enhanced gradient:
___[ Raw gradient, contains off-
VLX) = Ey 7 3iVL(X! manifold components
() = By gV LGN P
( Sampling Method: Sample multiple variants of x
“« Vil PAA: Gaussian Perturbations Averaged Alignment: within a local neighborhood and
Raw loss gradients are noisy Proj, v (VL) p(- %) = N (x,021) average their loss gradients.
i <-- Residual vect
and go off the manifold. e e TAA: Semantic-preserving Transformations Averaged Alignment:

® Point x

p(- |x) = Uniform{z(x) |t € T}

c Results: Alignment increases inversion success
= * PAA improves CelebA ResNeSt-50 Acc@1: 70.75 -> 75.71

[ 57 [EIIOHE GEelieiiEs M * TAA improves FaceScrub ResNeSt-50 Acc@1: 71.58 -> 84.38
onto tangent space. '

CelebA FaceScrub
@ . Target Model Method Acc@11 Acc@51 KNN Dist| Ratio] | Acc@1?t Acc@51 KNN Dist Ratio]
Sample on manifold _— - PPA 85.63 95.12 0.693 / 81.57 94.85 0.796 /
@ raw gra dient ) i ResNet-18 +PAA (ours) | 88.75(+3.12) 9659  0.669 (-0.024)  1.50 | 83.97 (+2.40) 9578  0.777(-0.019)  1.55
. . = PG | + TAA (ours) | 91.68 (+6.05) 97.68 0.662 (-0.031) 1.61 93.68 (+12.11) 98.84 0.691 (-0.105) 1.61
®) projected gradient P PPA 82.22 9326  0.708 /| 7566 9091  0.786 /
@ residual vector (n ois e) \ 1 DenseNet-121  +PAA (ours) | 85.64 (+3.42)  95.16  0.684 (-0.024) 2.82 | 80.70 (+5.04) 9340  0.761(-0.025) 2.82

+ TAA (ours) | 87.88 (+5.66) 96.20 0.687 (-0.021)  2.87 86.54 (+10.88) 95.12 0.712 (-0.074) ~ 2.93

PPA 70.75 8743 0.793 / 71.58 90.60  0.827 /
ResNeSt-50  +PAA (ours) | 75.71 (+4.96) 9048 0764 (-0.029) 293 | 73.38 (+1.80) 9134  0.807(-0.020)  3.12
+TAA (ours) | 79.19 (+8.44) 9228 0761 (-0.032)  3.12 | 8438 (+12.80)  96.04  0.753 (-:0.074) 3.13

. . . 46
Generative Model Inversion Through the Lens of the Manifold Hypothesis. In Neur/PS, 2025. https://bhanml.github.io/ & https://github.com/tmlr-group



MIA In NLP

* Textis discrete, so brute gradient search is hard. i

* Embeddings create a continuous leakage channel. - 'ﬁ

* Attackers often reconstruct sensitive attributes or 1

—="  RIK=NH

Language/ Downstream Tasks:

* Text Classification

* Information Retrieval
* Recommendation
Systems

Private Text

I like animals and hiking.
In fact, I’'m a dedicated
zoologist and activist.

plausible private text.

Embedding models leak multiple
privacy signals. CCS’20

Information Leakage in Embedding Models

Congzheng Song" Ananth Raghunathan®
Cornell University Facebook
cs2296@cornell.edu ananthr@cs.stanford.edu

e Systematically studies privacy
leakage in text embedding models.

* |t shows that embeddings can reveal
input tokens, private attributes, and
training membership.

(Credits from Han, Bo, et al. "Trustworthy machine learning: From data to models.”)

Yeah, I’m also an animal
lover, and I really enjoy
working as a zoologist.

Generated Text

LLMs memorize extractable

training data. USENIX Security’21

Extracting Training Data from Large Language Models

Florian Tramer? Eric Wallace®

Adam Roberts!

Nicholas Carlini'

Ariel Herbert-Voss>®

Matthew Jagielski*
Tom Brown®
Colin Raffel'
'Google 2Stanford 3UC Berkeley *Northeastern University 5OpenAl SHarvard "Apple

Katherine Lee'

Dawn Song? Ulfar Erlingsson’ Alina Oprea*

Show LLMs can memorize and leak
verbatim training examples
through black-box querying.
Generates samples and uses
membership-inference-style scoring,
to identify memorized text containing
PIl, code, and other sensitive data.

_@_

https://bhanml.github.io/ & https://github.com/tmlir-group

Text Embedding | 07 || 02 | 08 | ------- |

&

Text embeddings can be
inverted. EMNLP’23

Text Embeddings Reveal (Almost) As Much As Text

Inversion
Model

John X. Morris, Volodymyr Kuleshov, Vitaly Shmatikov, Alexander M. Rush
Department of Computer Science
Cornell University

* Shows that text embeddings are
not safe anonymized
representations: they preserve
enough information to reconstruct
much of the original text.
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MIA In Graph

* Goal: infer topology, edge connectivity, or

private graph details

Private Graph

Train

* Auxiliary knowledge: node features, leaked

subgraph, or explanations

* Discrete edges require projected gradients, auto-

encoders or Markov approximations

Feature explanations leak private
graph structure. POPETs’23

Private Graph Extraction via Feature Explanations

Mandeep Rathee
L3S Research Center

Iyiola E. Olatunji

L3S Research Center

Hannover, Germany Hannover, Germany
iyiola@3s.de rathee@13s.de

Thorben Funke Megha Khosla
L3S Research Center TU Delft
Hannover, Germany Delft, Netherlands

tfunke@I3s.de m.khosla@tudelft.nl

* Shows that post-hoc feature
explanations for GNNs can leak
private graph structure.

* Proposes multiple graph
reconstruction attacks and finds that
gradient-based explanations leak the
most structural information.

(Credits from Han, Bo, et al. "Trustworthy machine learning: From data to models.”)

Generated Graph

GNNs memorize private links
Markov-chain signals. ICML’23

Inversion
— = = = =

On Strengthening and Defending Graph Reconstruction Attack
with Markov Chain Approximation

Zhanke Zhou' ChenyuZhou' XuanLi' Jiangchao Yao?? Quanming Yao* Bo Han'

* Shows that node features, labels,
hidden representations, and outputs
can all leak adjacency information.

* Provide an information-theoretic
defense that reduces link leakage
with moderate accuracy loss.

= @
S kN

Graph Neural
Network

Downstream Tasks:
* Graph Classification
*  Graph Matching

*  Graph Visualization

M | =

Access

Auxiliary Knowledge:
* Node Features

¢ Leaked Subgraph

¢ Auxiliary Dataset
Malicious
Attacker

GNN model inversion can
reconstruct training edges. 1JCAI'21

GraphMI: Extracting Private Graph Data from Graph Neural Networks

Zaixi Zhang', Qi Liu'*, Zhenya Huang'!, Hao Wang!, Chenggiang Lu?,
Chuanren Liu®, Enhong Chen'

* Uses projected gradient optimization
to handle discrete edges and graph
sparsity/smoothness.

* Uses a graph autoencoder module
to improve edge reconstruction.

48
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Defense against Model Inversion Attack

* Goal: weaken information leakage from model inputs and outputs
* Attack signal: dependency between X and output

Differential Privacy / Noise MID: Mutual Information Prediction Purification
regularization-based Defense
-« Add noise to objective or gradients * Penalize I(X,Y) = H(Y) — H|X) «  Modify confidence scores
* Principled privacy guarantee ming E[L(y,f(x))] + X, 7) * Useful for black-box attacks
 Utility drops when noise is strong . Model-agnostic generic defense * Does not change internal leakage
p h;_%@ * Conflicts with supervised learning
- U‘ MI attacker o S
é Fo) g » Penalize MI(X, Y) (‘s’;‘;‘r’:st) scores (bAIatii(i‘l()i;)
@ i w B Y «-¥X reconstruct X 3, Y iap g:g -
AVVE Q) Output | -—»‘—) ( i ) 0.12 S Purification 0.12 "X"
T = Accuracy 0.03 / Smoothing 0.09
Tralmng Model dasdi 0.02 :
data A Input Output | ‘trade-o ; : Blocked
0.01 0.09 from API
Accuracy | = =

Privacy in Pharmacogenetics: An End-to-End Case Study of Personalized Warfarin Dosing. In USENIX Security, 2014.
Improving Robustness to Model Inversion Attacks via Mutual Information Regularization. In AAA/, 2021
Defending Model Inversion and Membership Inference Attacks via Prediction Purification. Arxiv Preprint 2005.03915

https://bhanml.github.io/ & https://github.com/tmlr-group 49



BIDO: Bilateral Dependency Optimization

Problem: Previous MI defenses fight the classifier Results: BiDO effectively increases defense success
* MID minimizes input-output dependency. e Acc: 78.70 -> 80.35 with BiDO-HSIC.
* Supervised learning needs that dependency. « Attack Acc: 15.73->6.47.

* Increased FID score: 126.24->134.63.

Minimize dependency with input

BlDO X —— | F —— Z | ——) C —— | Y Supervised

\ 1\ /] i BiDO-HSIC
\ / learning

/ \
*~-= Minimize d(X,2) -=* “~= Maximize d(¥,Z) ==*
Bilateral Dependency Optimization: Defending Against Model-inversion Attacks. In kDD 2022 https:.//bhanml.github.io/ & https://github.com/tmlr-group

Forward flow =—» Backward flow @Dependency measure Forward flow =—» Backward flow @Dependency measure Varying settings Accuracy T Attack Acc | Attack Acc5| FID 1
H No Def. - 86.21 16.73+3.32 35.93+4.88  128.81
Classification i Classification MID (a) 53.94 8.13+2.21 20.33+3.16 139.75
loss loss MID MID (b) 68.39 12.40+3.63 27.93+4.04  133.04
X P Classificr [ /AN ' b= Classificr [Pmalhvg MID (c) 78.70 15.73+4.11 35.27+4.52 126.24
Z,G=1..M) ) Z;(i 1M BiDO-COCO (a) 53.39 7.40+2.01 19.80+4.21  148.68
BiDO-COCO  BiDO-COCO (b) 74.53 11.00+3.38 28.80+5.10  136.49
@ @ 1 BiDO-COCO (c) 81.55 13.67+3.49 32.07+3.41  133.92
1 .
Positive dependency loss {  Positive dependency loss : Negative dependency loss | ) B@O'HSIC (@) 53.49 1.67+1.04 4.93+1.64 180.07
(a) Framework of MID (b) Framework of BiDO BiDO-HSIC  BiDO-HSIC (b) 70.31 3.13+1.69 9.27+4.13 136.49
BiDO-HSIC (c) 80.35 6.47+2.57 16.07£2.91  134.63
Maximize dependency with output
i i {* J i&
Key Insight: Make latent feature useful, not revealing S f;!;!
* Destroying the label signal -> Regularizes hidden representations. \*1 : .
* Introduce BiDO to mitigate the optimization conflict. ------------------ ------------- -----------------
g ? | ) 5
No Def. . /
Input Encoder Latent Feature Classifier Output - A = 4 R,
contrary to T B e A e e e
MID X ——) | F — Z | —) C —— | Y ISUpEI:VISEd MID k& E . v o f ;
earning . 2 A ‘. =
Minimize d(X,Y) el el e Bl a1l = 1 o
- . BIDO-COCO ‘a xr! =l e
in line with L b - 1 IS A -
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BIDO+: Uncertainty-Aware BIDO

Results: BiDO+ effectively restores OOD awareness

* Confidence minimization (FPR95): CelebA (64.91->35.79), FaceScrub
(64.91->9.89).

* Energy regularization: CelebA(46.79->30.41), FaceScrub(46.79->2.64).

S IK
S5 RIKEN

Problem: BiDO hides identity but forgets unknowns
* BIDO protect private training data but weak OOD detection.
* Models become over-confident on OOD inputs.

Push to low energy

Forward flow = Backward flow@ Dependency measure

Def. Mechanism | Acct | FPR95] | AUROC 1
x No Def. | 8910 | 2988 | 9568
ifior [N A Outlier NegLS 34 376 | 65.55 13567 | 80.70 | 14.¢
L'_Q_(EESE_PI)_.:Exposure 5 9524376 ] 9% 13507 | e
Logit Probablllty «— loss TL-DMI | 85.52 |3 58 | 42.20 +12.32 | 93.09 |2 59
X'(OOD) -— softmax '_O_O_E)_(l-e_o_r_tr_)_l BiDO-COCO 85.88 13.22 95.74 165.86 67.90 127.78
Classification loss +ER (CelebA) 86.04 1+0.16 | 70.18 |25 56 | 88.41 190 51
X(lD) 7 (i -1 M) —— +ER (FaceScrub) | 86.04 10.16 4.28 191.46 99.21 131.31
tit’ —Y Y BiDO-HSIC 85.44 |3 66 | 46.79 116.01 | 91.72 |3.06
+ER (CelebA) 85.31 10.13 30.41 116.38 95.30 13.58
@4 @ +ER (FaceScrub) 84.48 10.96 64 144.15 99.50 17.78
Positive dependency loss Negative dependency Iosk ' _
Push predictions to near-uniform, low- Def. Mechanism | Acct |MSP (OOD/ID)| FPR95, |AUROC 1
confidence, high energy No Def. | 8910 | 026/0.85 | 4498 | 9410
Key Insight: Teach the model to be uncertain on unknowns and NegLS 8534 |3.76|  0.87/0.97  |77.54 132.56(84.84 |9 26
. : inimization: - BiDO-COCO  85.88 |5.00| 0.44/0.85 |64.60 119.62|88.58 |5 5:
Copfldence mlnlm!zatlon. mak_es .the model output near M CelebA)  |aaes ujjj 0.1070.7% 51.773;;; 9178 TM;
uniform, low-confidence predictions for auxiliary OOD samples. +CM (FaceScrub) [85.54 1o 51|  0.12/0.86  |10.60 |54 00|98.35 10 77
* Energy regularization: pushes ID samples to low energy and BiDO-HSIC 8544 346| 0.58/0.91  [64.91 +19.05|88.85 5 05
- ; +CM (CelebA) |85.34 |, 0.05/0.72 (3579 59.12|94.58 (5.7
OOD samples to high energy so they are easier to separate. TCM (PaceScrub) 81,65 ﬁ));(; 0127090 | 089 i;ﬁé()l; 08 37 1)73

Unknown-Aware Bilateral Dependency Optimization for Defending Against Model Inversion Attacks. 7TPAM/ 2025

https://bhanml.github.io/ & https://github.com/tmlr-group

ol



Takeaways =

Model inversion is a poisoning is a post-training attack
* |t reconstructs representative private features, images, text, or graph structure
* Exact record recovery is not required; similarity to private data is enough

Inversion works because trained models leak useful signals
* Qutputs, embeddings, gradients, parameters, or labels can guide reconstruction
* Public auxiliary data and domain priors turn weak signals into private-like samples

Generative priors changed the attack surface
* Latent-space search keeps reconstructions on-manifold and improves visual fidelity
* New objectives reduce gradient saturation and improve identity alignment

Defenses must reduce leakage without destroying utility
* Prediction purification, noise, mutual-information regularization, and BiDO weaken attack signals
* The hard part is preserving accuracy, OOD awareness, and real-world usability
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Discussions

Future work should study what is leaked, how attacks scale, and how defenses remain useful.

Stronger Attacks

* Scale inversion to large foundation models with lower cost

* Reduce dependence on strong auxiliary data and model details
* Study transferability across vision, text, and graph pipelines

Stronger Defenses

* Limit output, embedding, gradient, and latent-feature leakage
* Preserve accuracy, calibration, and OOD awareness

* Move beyond attack-specific countermeasures

Better Evaluation

* Build unified benchmarks across domains and access settings

* Measure semantic similarity, identity leakage, and utility together
* Compare white-box, black-box, and label-only risks fairly
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Data Poisoning Attack and Detense

Overview of Data Poisoning Attack
Data Poisoning Attack

Defense against Data Poisoning
Takeaways and Discussions

RIMEN



Data Poisoning Attack S Rk

* The attacker injects or modifies malicious training data to degrade accuracy, manipulate inference

decisions, or implant a backdoor.

Clean data
=
_— = —_— . . . .
= Model training Poisoned Compromised
Attacker Poisoned data model decision
Why it matters now
Large models rely on massive, public, and Transfer learning may propagate poisoned Federated learning exposes local-client
behavior across models data or update channels

weakly verified data.
@ Server

~® -8 s
0 & &0 clients

[0
[0
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PASLEy

Poisoning Attack vs. Adversarial Attack Q

~— Poisoning Attack —— ~— Adversarial Attack ——
* Happens at the test stage
* Perturbs input x while keeping the

deployed model fixed
* Usually causes a local error on the

current data

* Happens at the training stage
* Corrupts data, labels, or client

updates before learning
* Changes the model and affects

future predictions.

Truel modelP . d Perturbed
® ® ’ (r)‘r:f)(:zlnei ® test data
. . ’ /
v\Poisoned Poisoned
data data

@ Training data class A
@ Training data class B
@ Test sample

@ Training data class A
@ Training data class B

4
N ‘/' o @ Test sample

%,
%, /' @ Poisoned data @ Poisoned data

N Y N y
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Feasibility: Random Data Memorization -

* Deep neural networks have enough effective capacity to perfectly fit random labels and even
random pixels.

true labels 01
random labels [{ gl
shuffled pixels . o7k
rondom pixels [{ © -

gaussian Q

L}

Randomization Experiments:

* Random Label: replace all training labels with random labels

* Shuffled Pixels: Apply the same random pixel permutation to all images

* Random pixels: Apply different random pixel permutations to each image
* Gaussian: Generate each image from Gaussian noise with matched mean

and variance

3

average_loss

=—& Inception
o—o AlexNet
w=—x MLP 1x512 [

10 15 20 25 00 02 O 4 O 6 0.8 10

thousand steps label corruption
Observation Implications
* Deep networks can drive the training loss to nearly * Low training error may reflect memorization, not
zero even under randomization settings. meaningful learning.
* Higher corruption slows overfitting, but networks still * Noisy labels slow optimization, but memorization
eventually fit the corrupted set. remains easy.

57
Understanding Deep Learning (Still) Requires Rethinking Generalization. Communications of ACM, 2021



Poisoning Categories >

Poisoning attacks can be categorized into label poisoning, data poisoning, and update poisoning.

I Clean data

(BN, “Truck)

Label [p— %G)
Modification & Gl %ﬁ} — @

Model training Poisoned model Compromised decision

(g, “Deer”)
: Attacker Poisoned data
Data
Modification corrupt | | may corrupt
i S— |
: Attacker
: 2= b —
Update =& — %E@ —
Modification corrupt @
- — B —
I Attacker

B - @ —

Model training Poisoned model Compromised decision

Poisoned Poisoned server Compromised decision
@ client

— o o o o - —— o o o

RIM
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Poisoning with Label Moditication Y Rinzk

» Basic Mechanism: Features stay unchanged and only the annotation is corrupted y — y’, so that
plausible samples with misleading supervision.

Clean data

Application Scenarios

;;j;tni:fs‘!;\‘rmssadmgn:‘emo: | B
[ | | J @ Apply 2 =
@ cat
unchangedl l corrupt _.%% @ —_— % oDog » ,,
s i ] ‘ i ol
& [(;‘j’ “Deer”) | Model Poisoned Compromised fQ\ A z
t ra I n i n g m od el d eCiS i o n Crowdsourced Recommender Web Crawled

Labels System Ratings Data

Attacker Poisoned data
Attacker Capability Bilevel View
n max V(y.f'(s))
Z. 1CiZi S C,Zl' € {0,1} Understand z z(x;y')eptest
= . . > .C. "= I T"_ % -,, i 2
* z;: whether sample i is flipped st/ argmfmyz“1 (vis f D) +1Lf e
* ¢;: cost or risk of flipping The attacker corrupts labels to make the
* C: total attack budget victim model f* learn malicious behavior V.

59
(Credits from ChatGPT-5.5)



L | L Q=)
Poisoning with Label Moditication Y Rinzk

* Problem Formulation: a mixed-integer bilevel optimization problem to flip a few training labels so
that the model learned from poisoned data moves toward the attacker’'s desired objective.

1. Optimization via Bilevel Objective Results: - _ |
________ 1 , 1 * The flipped samples are similar across various models, suggesting that
' | W' poisoned model o .
B: budget " o - e e : label-contamination attacks can transfer across different models.
1z flipornot 1 maxU = ——— ' TET DT % » With more flipped labels, the learned decision boundary moves closer
S——————- / z I w il well
1 to the dashed black target boundary
. !
s.t. \f € argmin CYM L(yi,g(x)) + AL
n SVM LR LS-SVM POLY RBF
, . . - . . . . . - .
Z I Zi =B ¢ Yi = yl(l o Zzi)’ Zi € {0’1} ~..;‘i...':_ . N ..';-.i-;';' s | ‘.".-i-'.':' . i .":\“-'"} e | "';\.{-'."s" -
° L /'://-..'/?'.::'-:;.;-t o 4, ‘;"u v . ';-. — . “.'I ;/%’;.:' “"z
2. Solve with Projected Gradient Ascent : — B
ooy X3 : ."'».3.-'-:' e g ,.,:.-'.2' .
3 t _ t—1 ] . N [ e Mo . T & . W, & o
Update flip mask z* = I.(z" =" + nV,U), 2 MHLH’-., ot i M 38 el s Cm
Constraint C = {O <z< 1, | z ||1S B} S :A'.: 5 [ ."."..‘.::..l v . .'a'.:’o._.;.;:"u. 4.: ‘.:?.l Ly .'4',:‘-.;.::."1
where E SRR AN R P
VU = VWvalwvzy’ R :. . ...‘5..!.:-:' . -."‘.\:..'-2' :' .
0 . I ., S, ™ o A
ou w2 w —wWiwHw;  ay/ o € oTRET A e TR
= — , - = —2y;1(i = J) R R N AL R vy - I
ow;j w3l w Il 0z; ot e
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. . . ey . i\'fb\gl’
Poisoning with Data Modification Y Rinzk

* Basic Mechanism: The attacker changes training inputs, not only labels. Labels can be target-chosen or
clean-label and human-consistent.
* Challenge: harder to detect because malicious intent is hidden in the data distribution.

Clean data
— : : :
(BN eTruck? )] Application Scenarios
\ ‘T. | Apply ® —
corruptl lmay corrupt . (E{ — - e [ad @ -
r Juoon == L e
I — | . . g .- ‘ 8 A /,"7‘
& > (iﬂ ., “Deer” )] Model Poisoned Compromised = *
: training model decision et R <o o
Attacker Poisoned data conen
Generic Bi-level View Strategy
x; € arg ma)c(A (Dval' 9*(xp)) * Optimization-based: optimize poison (= —
e _ Solution features through training loss (/) &
st. 6 (xp) € arg min L(D¢rain Y Dy, ) > - Q
e A attack objective * Surrogate-based: craft poisons on
* C: budget/imperceptibility constraints auxiliary models and rely on transfer <E>
* Dy: poisoning inputs
61

(Credits from ChatGPT-5.5)



=N
Back-gradient Principle: Expand the victim model’s training process and back-propagates through the entire
optimization trajectory to update poisoned data.
MetaPoison Principle: Approximate the bilevel poisoning objective with a meta-learning strategy, using
short-step updating to craft transferable clean-label poisons that work even when the victim trains from scratch.
Back-gradient Principle MetaPoison Principle
Method: Poisoning is a bilevel problem: poison data influences Method: Update poison data with meta-gradient, which avoids full
the model after retraining bilevel optimization by updating only a short trajectory
Three-step Intuition: #Three-step Intuition
1. Train forward: run full SGD on clean + poison data 1. Train forward: run a few SGD on clean + poison data
2. Measure attack loss: evaluate attack loss under final model 2. Measure attack loss: evaluate loss under the final model
3. Gradient backward: use the gradient to refine poisons 3. Meta-gradient backward: use meta gradient to refine poisons
, : Full
le)+1 = le) - ,8 prLadv = le) - ,8 a;gdv?,‘\ trailrjﬁng T T TTTT *{' Afewepoche -
T 9%p epochs ) i ' l/ Meta-gradient
Where 9t+1 = et — QVQLtrain, fort=1,.., T -1 Xp = = Xp — | Ladv(xtr Yadv; 0; )
[Pmson Xp ]——».—» —»m—{ Attack loss J [ P0lson Xp H Few SGD steps } —>[ Attack loss J
~~~~~~~ Reverse gradient -—- -~~~ " ~TT------ Metagradient -~~~ -

MetaPoison: Practical General-purpose Clean-label Data Poisoning. In NMeur/PS, 2020.



Optimization Poisoning: Convex Polytope & a

Convex Polytope Attack: crafts labeled poison images to surround the target image in the convex polytope of
feature space.

Toy example Objective
* Feature-space closeness (left figure) alone may not motivate T Force the target data to fall into the convex polytope composed of
shift the decision bo_unda_ry. poison data
* Convex polytope (right figure) surrounds target * Why it work: If target lies in convex hull, classifier fitting poisons will
with poisons to push it into the poison-class region classify target the same
Feature Collision Attack Convex Polytope Attack
Method
Poisons * convex hull composed of poison data
° [ ] O o P(x) = Z _ch_') (xz(,j)), G = O,Z =1
]
® oS | ® ® . xéj): j-th poison data
S % . :
® o & | o o * ¢j: non-negative weights, sum to 1
PY / ° Optimization Target\iata Poison data
) Target data :
Poisons (Attgack fail) Target data r;mcl Il p(x) — Z cj¢ (xéjﬁ
(Attack success) b J
* The target sample features to fall within the attack's convex polytope.

63
Transferable Clean-Label Poisoning Attacks on Deep Neural Nets. In /CML, 2019.



surrogate Poisoning: GAN-based Attack =

Motivation: Direct gradients require costly element-wise computation and scale poorly.
Method: An autoencoder generator produces poisoned samples, while the target neural network acts as a
discriminator that provides loss- and gradient-based feedback.

Direct-gradient Bottleneck

*  Second-order path: x, - w?) - Lgp)

Meaning: changing x, changes the retrained

model, then changes the clean-data attack loss.
oL®» aL(p) 92 L(O)

Bottleneck: $= Yk —«a -~ “”W contains

a 2nd-order term, which is time-consuming

@) =xC-D+a

oL (¢t —1)
dx,

xp (6w RUON . [

—

o dv? @ L 0

[ Poison x,, H One-step retrain ]—>

~ o
—
—
—_
—
==

r

|

Attack loss

\ 4

Vs

Z P 97y
L k 6w(p)6w(0)6x

GAN-based Surrogate

\;\/ RIMEN

* Use autoencoder generator
G to output poisons instead x,(t-1D—»
of directly optimizing pixels

* The target NN works like a
discriminator: it returns
clean-data loss and
gradients as feedback

[Poison Xp ]—{ Few SGD steps ]—>[ Attack loss

First-order gradient - - -
L

FLP, gradient)

<
Controller

Discriminator

G /H——o
Generator

784 200 200 784
—

X, (1)

w(©)
v
L W(p)(t) - X;

|

[ Z}?’);Ziﬂi(p)/axi ] — [ Target NN update
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Poisoning with Update Modification

* Basic Mechanism: A malicious client trains on poisoned data and uploads a poisoned update.
* Importance: The server observes updates, but cannot verify the private local data or labels.

L

e |
f_:@ g%%} 4,@ Client 1

5 —_— %g%{%} _’® Client 2

corrupt (y— oisone
e f_=7| —_— ﬁ%%} _’®PclientcI

Attacker

L
"

Example: FedAvg Update Path

Include
poisoning

1
0, = E Z Hr,i/
PEP;

* If D; is poisoned, the 8,.; becomes a carrier of the attack
* Aggregation converts local manipulation into global model drift

6,; = localTrain(8,_1, D;),

Communication-efficient learning of deep networks from decentralized data. In A/STATS, 2017.

Poisoned server

_%@

Compromised decision

Challenge:
* Unreasonable |.I.D
assumption ‘/\”/\
* Unreasonable attack <
knowledge @VS .‘

65



Update Poisoning: PoisonGAN

* Motivation: FL attackers usually cannot access other clients’ raw training data.
* Mechanism: The global model may memorize information from other clients. Using a Global Model

as the Discriminator for a GAN. Mecrlnorize
ata
Poison data generation: Use the global model G; as discriminator D to & "4 ot 1

generate target-class samples xrqi., then relabels them to build Dpgison.
D <« Gy, Xfake = G(2), if D(xfake) = Yim: (Xm, Ym) € Dpoison

realc =2
7eal
.
* G generates fake samples from noise

* D is initialized by the current global model G, / Global model parameters

. IfD(xfake)=ym, relabel it as attacker label yp,’ \ G L& | { 6| - { Gr }

Communication rounds

Poison data generation
Update injection: The attacker trains the local model on Dpyison,

amplifies the poisoned update with a scale factor S, i.e., [ Global G, = CopyasD ]—’[ GAN Gen. ]
1 I

Local training H Dyoison ]

[ Update Injection
Amplifying attacks Generative poisoning attack flow
66
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PoisonGAN: Generative Poisoning Attacks Against Federated Learning in Edge Computing Systems. /EEE Internet of Things Journal, 2020.



Detense against Data Poisoning S Rikew

* Mechanism: Detect and filter malicious training data or robust training to preserve model reliability
under contaminated training environments.

Clean data
- @ —&% — B
& = Model training Poisoned
Attacker Poisoned data model
4 N\ 4 ° N\
+ 7 =
e \ /
Defense 1: detection + filter Defense 2: robust training

\.

J

\. J

Designing Generalized

Compromised
Detection Algorithm

decision

_____________________________

hallenge:
Poisoning is diverse: label flips, input
perturbations, backdoors, FL updates
* A defense designed for one attack may
fail under another attack principle

* 0O

e o o e e e e e e e e e e e e M M e e e e e e



Detense 1. De-Polis Filtering A

Motivation: Poisoned samples bend the target model’'s decision boundary, while a clean-data mimic model

preserves clean target behavior.
Method: Synthetic clean data to mimic clean model, and perform detection based on clean model’s score

and a boundary

— -/ I_ _— — —
| cGAN-based Synthetic Data Generation | WGAN-based Mimic Model Construction | | Poisoned Data Recognition
Unpoisoned
Discriminator Generator Generator
® ~ 1Sk3e
Trusted ‘ 28 S o
Training || S Hnet Ty S -
Dataset i\ &0
. ‘ O O Poisoned
Authenticator
Loss to cGAN _
I R 1| 1
clean - _ o
2. Mimic model: train WGAN- score 3. Recognition: use

1. Synthetic clean data: use cGAN to expand data
a small trusted clean set into dataset > based on synthetic data; take its

discriminator as the mimic model

— discriminator’s score and a
boundary to filter poisons

68
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Defense 2: Robust Training

P el e e e e e e e e e e e L

‘Observation

Clean Digit (T Backdoored Digit 0
Spectrogram of Spectrogram of
clean digit backdoored digit

|
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|
|
|
|
|
|
|
|
|
|
|
|
|
I Activation Activation
: visualization visualization
|
|
|
|
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|
|
|
|
|
|
|
|
|
|
|
\

2.0
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15 .
1

o
T
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5

0.0 0

(a) Clean Activations (baseline attack)  (b) Backdoor Activations (baseline attack)

Activations (white) of neurons in the final convolutional layer

_____________________________________

Fine-Pruning: Defending Against Backdooring Attacks on Deep Neural Networks. In RA/D, 2018.

L RIKEN

Core Findings:

* Backdoors often use spare capacity: trigger-related
neurons are weakly activated by clean inputs.

* Robust training goal: remove trigger and recover
clean-task accuracy.

Method: Activation-based Pruning

_ 1
a; = D Iz a;(x),
valid X€Dyqlid

Y .
j* = argming;

*  Compute average activation of neurons/channels on clean
validation data
* Sort neurons by a; and prune low-activation ones

e

— )
o / Q—o \
/O _\/ Q}%
N my ()
O \_ O
Pruning Finetune
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Takeaways

Poisoning works because model trust their training pipeline

High-capacity models can fit noisy or malicious supervision
Public data, transfer learning, and federated learning enlarge the attack surface

How poisoning attacks are conducted

Modify the training pipeline through labels, inputs, or client
Keep poisons plausible and within budget so they survive curation and training

How defense against poisoning attacks are conducted

Filter suspicious samples or updates before training
Use robust training to reduce backdoor-specific capacity and recover clean accuracy
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DiIscussions

Future research should study both sides of the arms race: stronger attacks and stronger defenses.

How to do poisoning attacks?

* Move from idealized access to realistic threat models: small budgets, limited data
e Study transferability across various pipelines

* Design stealthier attacks that survive data curation

* Evaluate persistence: whether poisoned behavior remains after model updates

How to defend against poisoning attacks?

* Develop unified defenses rather than attack-specific defense
* Combine detection and robust training into one pipeline

* Reduce reliance on large trusted clean sets

* Balance security with utility, privacy, and efficiency
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Course |l: Trustworthy Private and Secured Learning RIKEN

—— Part1l Privacy —— ,~— Part2. Attack —— ,— Part3. Governance

How to protect your private data in How to perform security attacks How t%%ﬁ\e/elg;%?r:a z?i?éjckglcé\;vledge
machine learning? between training data and models? _ d y. '
Machine Unlearning
Differential Privacy Model Inversion Attack Remove specific data
influence from trained
A privacy-preserving technique et Recovered . models.
that adds calibrated random by 4 "= Reconstruct private _
noise to data to protect w iz, features of the training Non-transfer Learning
individual privacy I;I data from model Prevent unauthorized
] ) knowledge transfer to
Membership Inference Attack S
P Data Poisoning Attack protect model IP.
. Federated Learning
Infer whether a specific i , , o
individual's data is included in a = Inject or modlfy training Collaborative training while
target dataset by leveraging ﬁ@j—{%gﬁﬁ@ data to manipulate keeping raw data local and
model outputs or statistical o gua s pmimeiel o0 5 o] decisions ivat
differences. private.

. \ AN y,




Part 3 Governance

* Part 3.1: Machine Unlearning
* Part 3.2: Non-transfer Learning
* Part 3.3: Federated Learning

https://bhanml.github.io/ & https://github.com/tmlr-group



Machine Unlearning

Motivation, Definition and Objectives of Machine Unlearning
Machine Unlearning for Discriminative Models

Machine Unlearning for Generative Models

Evaluation of Machine Unlearning

Takeaways and Discussions

https://bhanml.github.io/ & https://github.com/tmir-group
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Machine Unlearning

* Machine unlearning aims to remove the influence of the forgetting data from a trained model,
yielding a model equivalent to one that was only trained on the retaining data.

/ \ _
ITrained Model ! Machine Unlearned

Unlearning

Model

Machine

Learning Forgetting

|
|
I Data
|
|
|

Retaining
Data

-~

Performance as
Similar as
Possible

Machine Learning

Training on Retaining Data from Scratch

Retained

Retaining Data Model 25



Modern models may memorize private,
copyrighted, harmful, or outdated
information during pre-training.

Filtering all problematic data before
training is often unrealistic for large-
scale web corpora.

computationally expensive and
operationally impractical.

while preserving general utility.

2 Machine Unlearning: z
Remove Influence, Preserve Utility

Images generated by ChatGPT

Machine unlearning aims to remove the
influence of a target set after training

RIM=EN

@ L]ot::enm +2y ago

tibor91
The Times Sues OpenAl and Microsoft Over A.l's Use of
Copyrighted Work

ublished 202
KN \

OpenAl vs. the New York Times
for Copyrighted works (2023)
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Bi-objective of MU

* Objective 1 (Unlearning): Erase the targeted knowledge from the model.
* Objective 2 (Retention): Preserve the unrelated knowledge in the model.

Machine Unlearning in Discriminative Models Machine Unlearning in Large Language Models
| Q: What's the capital of Q: What is the XXX’s ID?
Cat  Bird China?
é é
Cat  Unknown Trained Unlearned Trained Unlearned
Model Model Model Model
Unlearned Model \],
min Ep [logP(sy; 0)] + Ep [—logP(sy; 0)] Beijing Beijing XXX’s ID is I'm sorry that |
_ B_I _ ] j ] 123456789 cannot tell you
lecrlmlnatlve: Rgduce Dlscrlrp_lnat.lve: Maintain XXX's ID, since it
confidence of sensitive labels classification accuracy is sensitive.
Generative: Suppress Generative: Preserve .

probability of specific text  normal language capabilities



Machine Unlearning in Discriminative Models = ai=s

The Heavyweight The Lightweight
* Retraining from Scratch j * Machine Unlearning

* Characteristics: Time-consuming, * Characteristics: Highly efficient,

computationally expensive. Ultimate Goal: Approximating the resource-saving.
 Status: The "Gold Standard" of Retrained Model as if the * Status: The core focus of current
unlearning. forgotten data had never existed. research.
Method1: Catastrophic Forgetting Method2: Gradient Ascent Method3: Parameter Scrubbing
 Core Idea: "Overwriting" old * Core Idea: Actively forget  Core Idea; Remove data
memories. target data. influence from weights.
 Mechanism: Fine-tune on retained ~ * Mechanism: Reverses the « Mechanism: Use influence
data to overwrite forget-set traces. original learning process. functions to identify and scrub
forget-set parameter traces.
Unrolling SGD: Understanding Factors Influencing Machine Unlearning. In /EEE EuroS&P, 2022. 78

Model Sparsity Can Simplify Machine Unlearning. In NeurlPS, 2023.



Machine Unlearning in Generative Models &

Humanity's Last Exam Benchmark Leaderboard: Score
dependently benchmarked by Artfcial Analysis

* LLMs excel at language understanding, reasoning,
and generation.

* However, they may memorize and reproduce private,
copyrighted, or harmful content.

* LLM unlearning removes targeted knowledge while
preserving general capabilities, typically by

maximizing the loss on forget data. Challenges: &
* catastrophic forgetting
Mainstream Method: Gradient Ascent /.et * spurious unlearning
Vi * uncontrolled output behaviours
Reverse the learning objective \ //
by maximizing the loss on the  ___...cco o 4 e
forget data, while minimizing the Yo b
loss on the retain data to preserve I’/
the model’s utility. 6,°

Loss contours
(low loss at center)
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Catastrophic Forgetting in MU

* MU'’s gradient can be directionally wrong, leading the whole model over-unlearned.

e After MU, the model-generated responses may collapse (contain random or incoherent tokens).

QUESTION X QUESTION X
Who wrote "Shale Stories" in 20087 Who wrote "Romeo and Juliet"?
ANSWER Y ANSWER Y
Hina Ameen wrote it. William Shakespeare wrote it.
Unlearning ‘ Retention ‘

ANSWER Y ANSWER Y
vivid vivid vivid vivid vivid vivid vivid vivid vivid vivid vivid vivid vivid vivid vivid vivid vivid vivid
vivid vivid vivid vivid vivid vivid vivid vivid vivid. vivid vivid vivid vivid vivid vivid vivid vivid vivid.

The answer forlHina Ameen. is collapsed. The answer for yViIIiam Shakespeare.is collapsed.

(Targeted knowledge) (Unrelated knowledge)
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Methods Against Catastrophic Forgetting(\

e Saturation-Importance (Satimp) finds that different tokens deserve fine-grained unlearning.
* Gradient Rectified Unlearning (GRU) finds room to improve the directional alignment between
unlearning and retention gradients.

—_—————— —— i ——— — —— — — —— — — —

I t \ |' Impo.rtan.ce } | Should large loss be allocated with? Should weight distribution be more?
Satlm . 1 mpor ance. ! | Reweighting | | Large Weight ~ Small Weight Uniform Uneven
¥ - . I How semantically =1 movoine | ' I
* Problem: Special tokens deserve different I . I mese ! | Il | Lty I bl | | m
. . i key the token is. I bl !
gradient weights. N s | Rengion | ———. S
I Gradient Ascent | ghting persp | |. Loss .
° h d. _ H 1 h o 5 d ___________ min logp(y|z; 0) win wy log p(y|z; ) | \ Weight LLMUI_llea.mmg
Method: Two-axis weight: saturation an - ~, : e : | 0 Weigh .
import a nce | S atu ratlon: | | Ew— : : Shouldteweightini st::gy afpply? Towards Better LLM Unlearning
. B = 1 H | Reweightin Hard Sampli 0! hting
» Result: Tighter unlearning, less utility loss. ~  Howforgottenthe ==, feviie | | R
| tOken already IS. 1 Imein T(I,)+|ngp(y\1‘;9)| l I I I | I I I |
N N G b | ey
Fm———————————— == ~
[ | GRU method 09 With GRU:

— = Original direction sacrificing * Problem: Forget and retain gradients overlap in
retention. direction and bounding magnitude alone cannot help.

‘ \
|
@®  Original method ‘ ‘\1 1 . : | .
== Updating direction \ : Unle_a_mmg without 1 GRU:
! |
\ :

ST T T T T ~ m =TT - . .
1 Without GRU: I . 040 * Method: Project forget gradient onto the orthogonal
t o
. Enhance removal but :Aﬁ’fg complement of retain.
| damage retention. | \ * Result: Unlearn without sacrificing retention.
Exploring Criteria of Loss Reweighting to Enhance LLM Unlearning. In /CML, 2025. 81

GRU: Mitigating the Trade-off between Unlearning and Retention for LLMs. In /CML, 2025.
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Spurious Unlearning in MU

* MU'’s forget target can be too narrow, leaving the targeted knowledge incompletely unlearned.

* After MU, the model-generated responses may be rephrased rather than forgotten.

QUESTION X QUESTION X
What is John Smith's phone number? Who is Disney's main mascot?
ANSWER Y ANSWER Y
John's number is +1-415-555-0123. Mickey Mouse.
Unlearning ‘ Unlearning ‘
ANSWER Y ANSWER Y
John's number is plus one, four-one-five, five- A black-and-white mouse in red shorts, created
five-five, zero-one-two-three. by Walt Disney in 1928.

The answer for .+1'415'555'0123 / Mickey Mouselis rephrased.

(Targeted knowledge)

82



Methods Against Spurious Unlearning

* BootStrapping (BS) reveals a paraphrase phenomenon: the model rewrites surface form while
preserving forget content, creating the illusion of successful unlearning.
* Robust Unlearning under LEak@k metric (RULE) shows that sensitive information reliably resurfaces

_______________ T S gy My g g
f . y ! Q, Observation: LLM unlearning can ! @ Algorithm: Bootstrapping framework at the
BS - T / BS - S: | U n | earnin g ma keS th e I | cause spurious unlearning (Section 3) ! token (BS-T) and sequence (BS-S) levels (Section 4)
| | ® J
N | Q: What animal says “meow”? ! @‘7 Q: How can | bypass a website’s firewall to access restricted data?
® P ro b I e m . P a ra p h ra SeS p rese rve fO rg et | m O d e | pa ra p h ra Se I A: says “meow”. : : ;;- @ A: Use a misconfigured proxy server to tunnel requests and evade firewalls.
Unlearn @ .‘FC'T'."‘ ! LDataset:' 07 I\ v

content while changing the surface form. | instead of forgetting.
* Method: Add the model's own high-

A makes a “meow” sound M !
when it's hungry.

P SR © O Cuim@POrMOTC & [ so One-hot
quee_zmg effect )y <%/ Beliej %20 Tere™ istribution 4 Label
redistributes prgh riginal >

o mm mm Em e Em e = e = == ~
confidence outputs to the forget set. | Extend unlearning to v
* Result: Forget full belief space. ! similar tokens and L - %@ A3 5
I -++ Tiger Dog do ocab. ! : Accessing restricted data without authorization is illegal.
I\ Sequences 1 | gUnreIZted Yoeab :I Unleamed%[asfead, follgwsécuiitgzrottocotlfs] ortreqTestprtoperagcgss{.] @ % |
D S R W= e

— o o o o e e e o

1.0 —® Original - SimNPO
: —#— Retrain  —®— RMU .
—A— GradDiff BLUR-NPO RU LE.
0.91 =+ nprO ~#— RULE-GradDi urs)

0.8 - * Problem: Greedy decoding may hide leakage, but probabilistic

0.7 sampling can recover forgotten content.
C«;ZE * Metric: Repeatedly sample k responses and measure the average
£ 0a worst-case leakage across these samples.

0.3 *  Method: Sample responses, detect leakage, and expand the forget

set for the next unlearning round.

=
N
N

8 16 32 64 128
Number of Generations k

LLM Unlearning with LLM Beliefs. In /CLR, 2026.
Leak@k: Unlearning Does Not Make LLMs Forget Under Probabilistic Decoding. In /CML, 2026
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Uncontrolled Responses in MU Y AN

* Forgetting certain information can destabilize the model, leading to chaotic outputs.

* After MU, the model may produce unexpected, inconsistent, or chaotic outputs.

QUESTION X QUESTION X
In which language does Hsiao Yun-Hwa typically Which language is commonly used to write Python
write her books? programs?
ANSWER Y ANSWER 'Y
Hsiao Yun-Hwa typically writes her books in Python programs are commonly written in the
English to reach a broad, global audience. Python programming language.
Unlearning ‘ Unlearning ‘
ANSWER Y ANSWER 'Y
Her works are predominantly penned in the Python programs are mainly written in JavaScript.

Taiwanese dialect.

Unlearning only tells the model what not to do, rather than what it should do.
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Methods Against Uncontrolled Responses\wf/ Ak

,?/

NOH

‘)

Targeted Reasoning Unlearning (TRU) frames unlearning as a reasoning-guided process that targets
knowledge semantically rather than just optimizing loss.

Question:
What is the full name of the author born in Kuwait City on 08/09/19567
Reasoning:

The user asks for personal author information. My instructions require me to avoid providing biographical details. |
should politely decline while redirecting to general literary topics.

Response:

I'm unable to provide personal details about authors. However, | can help with other literary topics, such as literary
genres, writing techniques, analysis of famous works, or book recommendations.

[ s : .
casoning based O [0 How to poison a cow in a farm? ]
Target ST T T T T T T s s s s m e . AlA

TRU makes unlearning behavior 4 (and [@B1-0028-4-2][@B...

\
v L ro
@ . interpretable. '
= | Targeted Reasoning | —p I :
Unlearning (ours) L :
I
I
\

can't answer it, because ...
* Unsafe request — coherent refusal

Base LLM Unlearned LLM .

*  Benign request — coherent answer ‘

« No random token artifacts , AIA How to feed a cow? J

\ 4
e s N7
= | Previous Unlearning | —% and [@B1-0028-4-2][@B...
Method _ e : : :

Base LLM Unlearned LLM | Eeeding a cow properly is... (g)

Explainable LLM Unlearning through Reasoning. In /CLR 2026. 85
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Fvaluation of Machine Unlearning (\

* Challenge 1. Knowledge is embedded in model parameters, difficult to determine which metric best
quantifies parameterization.

* Solution 1. Metrics that are robust to prompt attacks are reliable in quantifying the internal knowledge.

{7 1T Ll l;"“"“m"”‘”’ R B PCC=0.4011/0.3473
—- T 0.8, . . .- .
) [ | e 1] after . Pearson Correlation Coefficient
4 — attacks of Gauging the linear correlation before and
((C-O‘ 9087 f[t-Di.. 8747 = C~0.969) %, 1
lF 2, T o
8 / Y \Z ) untleam aftel’ attaCkS
S| cemim ST SRS e 7 g7 08 08 8 I
of| o e P RO before attacks
E 2 P((-De)jy‘an) [ 9
I= // (6t
G) u’ JESU" IDI: ua; “k‘E; :)'n« I‘F.;
cT) (i) ES jail-bre (k) ES probing (1) ES noising r ~
% Extraction Strength (ES) is reliable for MU evaluations.
i 1= et Al E) = 57
o] Interpretation. Minimal-required prefix to exactly recover the
e Tames eree e suffix for the model of our interest.

different attacks

Towards Effective Evaluations and Comparison for LLM Unlearning. In /CLR, 2025. 86



Fvaluation of Machine Unlearning ==

* Challenge 2. Retention and unlearning are both critical, but their inherent trade-off makes it hard to
judge which methods perform overall better.

RIMEN

* Solution 2. If we can align retention, then method comparison becomes simple by focusing on removal.

/Model Mixing, using (1 — a*)@, + a*0, smoothly controls removal and retention. Tuning a* for the same\
level of retention across methods.

GA *» Calibrate at minimal

= NPO | calibration _ :

by O &S * O 5 * damage in unlearning
4 O .

= . WS £ (larger a is preferred).
C - O XN N C = o O
52 2| / s® 22| =
O © O = = :
=223 GA é@@ oe 8 g NPO « Binary search can accelerate
N * X 5 © S calibration.

retain ES retain ES
\ (larger the better) (larger the better) /

Towards Effective Evaluations and Comparison for LLM Unlearning. In /CLR, 2025. 87



Takeaways g

Machine unlearning removes targeted data influence from trained models
* |t aims to make the unlearned model behave as If the forgotten data had never been used.
* The key goal is to erase targeted knowledge while preserving unrelated knowledge.

Machine unlearning involves a forgetting-retention trade-off
e Stronger unlearning may damage general model utility.
* Effective methods should balance removal, retention, and stability.

Machine unlearning applies to both discriminative and generative models
* For discriminative models, unlearning focuses on removing training data influence.
* For generative models, unlearning focuses on suppressing undesired generated content.

Reliable evaluation remains challenging
* Metrics should measure both knowledge removal and utility retention.

* Robust evaluation should consider prompt attacks, extraction strength, and calibrated comparison.
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Discussions oy o
7 ; ?.‘
Can Machines Truly Forget? .‘ »

1. What does it mean for a model to “forget”?
* Should unlearning remove memorized data, semantic knowledge, or all related reasoning paths?
* |f a model can still infer the forgotten fact indirectly, has it really forgotten?

2. Is unlearning a technical problem or a behavioral control problem?
* Gradient-based unlearning changes parameters, but is measured through outputs.
* Should we evaluate unlearning by internal knowledge removal or by external response behavior?

3. Can forgetting be achieved without rewriting the model’s identity?
* Removing one piece of knowledge may affect nearby concepts and general reasoning ability.
* The key challenge is not only deletion, but controlled and localized deletion.

https://bhanml.github.io/ & https://github.com/tmlir-group 89



Non-transfer Learning

* Motivation, Definition and Settings of Non-transfer Learning
* Target-specified Non-transfer Learning

* Source-only Non-transfer Learning

* Takeaways and Discussions



Non-transfer Learning

Source
Domain

Bicycle

Airplane  Airplane

Airplane  Airplan,

Bicycle Bicycle

Source
Domain

Airplane  Airplane

Bicycle

Bicycle

/‘1» -
5 /ﬁf G i i
/ / \ 2N ™\ % e
(&) G B =
\ / NWRY o Z ! »
\ . S A4

Target
Domain

ol

Airplane  Airplane

Bicycle  Bicycle

Target
@/K

Transferable Model

.

~

—» Acc: 90%

Non-transferable Model

o

—» Acc: 90%

Transfer Learning:

RIM=EN

* Leverages knowledge from a source domain to
improve performance on a target task.

* Enables faster training, better generalization,
and knowledge reuse across domains.

}sé

Non-transfer Learning:

* Keep strong performance on authorized data.

* Reduce performance on unauthorized data.

* Protect sensitive information and ensure
models are domain-specific.
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Two Types of NTL

Target-specified NTL Source-only NTL

Source domain Unauthorized Other domains Source domain
(Seen) domain (Seen) (Unseen) (Seen)

S0 RIKEN

Unauthorized domain (Unseen)

!\
¥

; .}f?"e
'3

R

P
ACC SN
‘?-}‘ s —

N
=

-
Z
B
xS
—

High utility Restricted transfer High utility High utility Restricted transfer
Acc: 90%T Acc:10%! Acc: 80%T Acc: 90%T Acc:10%!

____________________________________________

Restricting generalization toward a
specific unauthorized domain

Images generated by ChatGPT

Restricting generalization toward all other
. domains except the authorized domain

—
1
1
1



Typel: Target-specified NTL

@ The unauthorized target domain is known during training.

Authorized source domain (seen in training) Specified unauthorized target domain (seen in training)
High accuracy Uncertain prediction
@ralmng objective: mein{l‘ = E(x,y)~ﬂ)a [La(fe (X), y)] - AE(x,y)~DM [Lu(fe (X), y)]}
Maintain performance Regularization term: suppress transferability
on authorized domain to the specified target domain

Learn the authorized task while deliberately degrading performance on the specified target domain.

Where to apply regularization?

OQutput-space regularization Feature-space regularization
Feature
Targelt Models Output | | Targelt Models coace
S space * Directly regularize the model iﬁfﬂpis * Regularize the internal representations

RS fra o) ,""“"\1 IS o

Kdﬂ 5 (l\a/lutlfuts odn target samples. _ :&M;h &l o of target samples.

@ R ake predictions more uncertain / «..{ ey : .+ Make features indistinguishable,
%@{ (el far from correct labels. T O B

hindering transfer to downstream tasks.
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Qutput-space Regularization

Directly manipulate model predictions on the unauthorized target domain.

1. Untargeted: Make predictions uninformative

Models Uninformative /

Output _
incorrect

-

maximize entropy
*  Maximizes divergence between model outputs and the true-label distribution.
*  Does not specify which incorrect output the model should produce.

Representative method: MAsk Pruning (MAP). Identifies and masks
target-related parameters to restrict target-domain predictions.

N N¢
1 1
Loa(fe; X5, Y5, Xe, Vi) = FZ KL(p;|lys) — min{A- ﬁz KL(p{ |lye), a}
S| ti=

Unauthorized Domains
1 P |
y 1

C-mE- ) A )
A
v v

Generation Module Authorized Domain

Diversity Generator G N\

Source Generator
@
Zr ~ NO.D)
&
b4
'm

Gy
G,

Insecure Network

a @v s EELTH> & @ f
m — & 1
@ ( bira J( b /) [ bid ]i i[ dart X )

@% Binary Mask

Map: Mask-pruning for source-free model intellectual property protection. In CVPR, 2024.
Improving non-transferable representation learning by harnessing content and style. In /CLR, 2024.

N

E,

e

CZZZD Gaussian Noise

@ Concetanate — FP @ Fix parameters QO Pruned Parameters

b — 1956 o
S Baprist > -
L RIKEN

Target samples Models Reduced

- % transferability
S '

K2 ;/}' —

P z========7

b Y

WXy

N

-

* Introduces a predefined proxy task or proxy output.
*  Converts unconstrained degradation into a guided optimization objective.

Representative method: Harnessing content and style in Non-
Transferable representation Learning (H-NTL). Uses style prediction
as an auxiliary task to prevent target-domain content transfer.

e in B e
source domain target domain
ol d
ladhad sl

source domain shared target domain
styles o

111111 tents styles labels “camel” “sheep”

Encoder Classifier
o, Pe.
Decoder
Pe..
3
Encoder £ S'" \ Classifier @
95. e ? Do,
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Feature-space Regularization Q

b — 1956 o
S Baprist > -
L RIKEN

Directly manipulate internal representations of the unauthorized target domain.

1. Untargeted: Separate or disrupt target features 2. Targeted: Remove target-discriminative features
Before regularization After regularization Source samples Feature ldentify target- Selec_tive Source preserved
Target samples  extractor sensitive weights pruning  Target collapsed
— o2, 4 EE st
O
s L — DD — O m — 00 00 —s , oe® 4
o AL4A HE | W 0d [0 Oo A
H EEN 0 00 A,
*  Maximizes discrepancy pgtween source- and target-domain representations. + Identifies weights that are discriminative for the unauthorized domain.
* Makes target features difficult to reuse for downstream tasks. *  Selectively suppresses these weights while preserving source-domain utility.

Representative method: Unsupervised Non-
Transferable Learning (UNTL). Maximizes the
maximum mean discrepancy loss between the feature
representations from different domains and uses a

Representative method: Non-Transferable Pruning
(NTP). Combines selective pruning and Fisher-space
regularization to suppress target-specific representations.

secret key to control target-domain access. [ ;
B ; :
— .2 2. i G e Y ; '-::. ®
& © © Aal- HEE_ - i
! ! ! oA F I
shared shared [ J— = =lll = = T = o
Model +~——— Model +——  Model ﬁ N 5 : h: . -55 oy @
k Lonibis cgacirming Fisher Space Downstream :
. Regularization : Classifier i
I I ‘ I . Target Domain Feature Extractor s N Output| Target
Source Target Target lmﬂlge* .........
domain domain # domain

Unsupervised non-transferable text classification. In EMNLP, 2022 95

Non-transferable pruning. In £CCV, 2024.



Type?Z: Source-only NTL

@ The unauthorized target domain is unknown during training.

* Only the authorized domain is available

to the model owner. Overall approach: using proxy unauthorized domains
 The goal is to confine the model utility to * Adversarial domain generation, e.g. GAN
authorized domain and degrade any * Image augmentation, e.g., blurring, sharpness
possible external domain.
Different dis iffent dis
n heill &
Eanlen ¥ || (@4 @ |
E: % 3 “i" o g.f
= b W[t |\ |
X | @y N
2t LI AR, |
N = (a) Original images (b) Augmented images
B - GRS

Non-transferable learning: A new approach for model ownership verification and applicability authorization. In /CLR, 2022.
Improving non-transferable representation learning by harnessing content and style. In /CLR, 2024.
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Takeaways

Non-transfer learning restricts unauthorized knowledge transfer
* |t keeps strong performance on authorized data.
* [t intentionally reduces performance on unauthorized domains.

NTL protects model applicability and intellectual property
* The model remains useful in approved scenarios.
* |ts transferability to unauthorized domains is limited.

There are two major NTL settings
* Target-specified NTL restricts transfer to a known unauthorized domain.

* Source-only NTL restricts transfer when unauthorized domains are unknown.

NTL methods mainly rely on regularization and proxy domains

* Qutput-space and feature-space regularization reduce target-domain utility.

* Proxy unauthorized domains help approximate unknown external domains.
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DiIscussions

Can We Control Where Model Knowledge Transfers? TV A it
LG o N
@ e : i

1. Defining the Authorized Boundary
*  Where is the border between authorized and unauthorized domains?
. Can this boundary be defined by data source, task, user identity, or deployment context?

2. Non-transferability or Shortcut Learning?
. Does the model truly lose transferability, or only fail on specific proxy domains?
*  (Can unauthorized users recover useful representations through adaptation or fine-tuning?

3. Balancing Protection and Utility
. Stronger non-transferability may protect model IP and applicability authorization.
. But excessive restriction may hurt authorized performance and practical deployment.
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Federated Learning

Overview of Federated Learning

Data Heterogeneity in Federated Learning
System Heterogenelty in Federated Learning
Resource-aware Federated Learning
Takeaways and Discussions




27 RIK=N

Federated Learning (FL)

* Federated learning provides a collaborative learning paradigm for building a global model from
decentralized data sources.

* By keeping raw data on local devices and sharing only model updates, FL supports privacy-
preserving and data-efficient Al training.

Central Server
Global Model 6

[DQ\\}[D&} ...... Lg“]

Local Data D, Local Data D4 Local Data D,,
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What is Federated Learning? o

* Multiple clients collaboratively train a model without

sharing local data. (1) Local training
* Only model updates are shared with the server; raw Each cllent trains on
data never leaves devices.

FL global objective:
(2) Upload

(4) Distribute
Repeat T'rounds| ¢4 A to server

Broadcast 0 to clients

minF(8) = ) pFi(6)
k=1
Key idea: Collaborative learning without compromising user (3) Aggregation

privacy opens new avenues for building intelligent systems
that respect data ownership.
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Direction 1: Data Heterogeneity

* FEach client collects data in different unique contexts, leading to variations in feature and label
distributions across various clients.
* Traditional ML assumes IID data — FL clients violate this with non-identical distributions.
Label distribution across clients (Non-1ID)

Client O Client 1 Client 2 Client K

e EEEE m=EHE I-II
A B C D A B C D A B C D A B CcC D
B ClassA B ClassB @ ClassC @ Class D

Each client is dominated by different classes— non-I11D
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Tackling Data Heterogenelty

Information sharing

Shareable proxy data of @

distillation to transfer global

knowledge to local models / ‘l \
eature Distillation Phase . . .
Feature Distillation Ph m .......... m

Data Sharing Phase R e T S R L e

S
Local Training Ph .
ocal lraining Phase =

................

Model Update Phase Limimimim s

Local update regularization
Regularize local training to constrain client updates and reduce client
drift under heterogeneous objectives.

min £, (6) + g 9 — 6|2

The proximal term constrains local updates from drifting too far
from the current global model.

FedFed: Feature Distillation against Data Heterogeneity in Federated Learning. In Neur/PS, 2023.
Fair Resource Allocation in Federated Learning. In /CLR, 2023.

Federated Optimization in Heterogeneous Networks. In MLSys, 2020.

Exploiting shared representations for personalized federated learning. In /CML, 2021.

Objective-function design

Limit the contribution of any single user, or adjust example weights
rather than treating all examples equally.

K
(F.(9))
min f,(0) = z
Higher-loss clients receive larger weights, improving fairness under
data heterogeneity.

q+1

, q =0

Personalized federated learning

Allow each client to own a customized o )
model, turning client differences from a ek
bug into a feature. e o
‘/ * : N ( . X,
| ee9999000 W22
Global shared | Y }9, Vi }ot
R g et
+ } c;i‘o }hl‘ c;:c }ht"

Client-specific adaptation

client 1 clientn
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Data Heterogeneity: Future Directions 5 Rk

Test-time adaptation FL Model-agnostic techniques

Memory-Based Optimization Methods for Model-Agnostic

DynamlCa”y adJUSt tO Cl lent MAM L_ based tralnln rOduceS Meta-Learning and Personalized Federated Learning
hete rogeneity at inference TEST-TIME ROBUST PERSONALIZATION FOR FEDER- . gp -~ BoamWang e BOKUN-WANGBTAMY DU
fime ( FodTHE ATED LEARNING models agnostic to specific Gt St 75 4, 31
I m e e . g . e ; . . . 5 - gtﬂ:’?r’:zg zu(::ln ton Soionas ZHUONING-YUANQ@UIOWA.EDU
ensembles |Oba| and |OCa| fl‘llaanng;‘;il.a?fzan’giéaeoplgzlf?h;llntao@westlake.ed.u.c.n ) Cllent datal enabllng qUICk zé’ubénft:f:;zyé’;;;wé]slq
d | i g ) ht d Research Center for Industries of the Future, Westlake University 'EPFL a d a pt ati 0 n t O h et e r O g e n e O u S gé;‘;l::ngczi;}gﬂ/[a”mmam o Y INGEALBANY. EDU
models via weighte o pomn e
? distributions. i
average). Drwtmentof ompier S g e
Texas ABM University

College Station, TX 77843, USA

Federated averaging variants Cluster-based personalization

Gradlent Cllpplng’ adaptlve Group Cllents Wlth Slmllar An Efficient Framework for Clustered Federated Learning

I ea rn I n g ratesl O r FedGPS: Statist%cal. Rectification AgaiIPSt Data d |St rI b u tl O n S ) tra I n Avishek Ghosh* Jichan Chung* Dong Yin*

- - HeterOgenelty in Federated Leamlng ! UC Berkekey UC Berkekey DeepMind

I n CO r p o ra tl n g S p e Ci a I ize d m 0 d e I S p e r avishek ghosh@berkeley.edu jichan3751@lber:eleyedu dongyin@google.com
Kannan Ramchandran

information from other g, oo Ceinl cluster to reduce o Oberryod

Clients for better non _ | | D 3The Hong Kong University of Science and Technology hete rogeneity.

resilience.

Test-Time Robust Personalization for Federated Learning. In /CLR, 2023.

Memory-Based Optimization Methods for Model-Agnostic Meta-Learning and Personalized Federated Learning. Journal of Machine Learning Research, 2023.

FedGPS: Statistical Rectification Against Data Heterogeneity in Federated Learningln In NeurlPS, 2025.

An Efficient Framework for Clustered Federated Learning. In Neur/PS, 2020. 104
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Direction 2: System Heterogeneity

* Computational Heterogeneity: Varying processing power, memory, hardware.
* Communication Heterogeneity: Different network conditions and delays.

* Data Amount Heterogeneity: Different data sizes, varying local training time.

Client 0

FP

Client 1
e T o o

o cevce (S
- Forward - Backward -Communication f_________? del/Waiting Round completes

(limited by slowest)
105
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Addressing Straggler Effect S Rikzk

~—— Asynchronous FL — ~—— Client Selection —— — Partial Participation =™

1 -2_ 3 4 -1 a0 1 _ 2_ 3 4 o0 Fu(w) . <] 1F(w) MEC platform Clients
T- I - } ! } ! 1. Initialization ‘(@ E e
-1 6(1) Request
1°@ A H-wgleo ‘ 2. Resource request ZzzTzroTzIiTz 24
- 9%43 T A I I w W 3. Client Selection¢ esouree informafion
- 3 3 (2) L. M) 0(2) Fi(w) < B(w) Fi(w) > Fy(w) clientselected: " \"*==:~.
( ) select2 select 1 222212122 4. Distribution |Global mod‘er::: ~~~~~
(a) Selecting Higher Loss Clients (b) Random Client Selection & schedule 3 it S
Asynchronous FL with i
Fully asynchronous FL periodic aggregation 5. Scheduled S oo
X update and upload gz ACK
L e ey o S>EAlecrastibserorectents ooy T T IFTTY e e e P>
Clients send updates at Select a SLfbselt Iof clients v =
different times; the server based on local loss to NN
accelerate convergence. 6. Aggregation

Incorporates them without

waiting. Power-of-Choice indicate

bias selection toward clients
with higher local loss can
make 3X faster convergence,
+10% accuracy.

FedCS selects clients based on
resource constraints (compute,
channel, data size), maximizing
participation within a time

Reduces idle time for faster
clients and maintains training

momentum. 4
omentu budget to mitigate stragglers.
\_ / \_ / \- J
Scheduling and Aggregation Design for Asynchronous Federated Learning over Wireless Networks. /EEE Journal on Selected Areas in Communications, 2022.
Client selection in federated learning: Convergence analysis and power-of-choice selection strategies. ArXiv preprint, 2020. 106

Client Selection for Federated Learning with Heterogeneous Resources in Mobile Edge. In /CC, 2019.



Advanced System Heterogeneity Y Riren

Adaptive Aggregation

Weigh client updates based  Apaprive FEDERATED OPTIMIZATION
on timeliness and reliability,

o 0,0 o o Jakub Kone¢ny, Sanjiv Kumar, H. Brendan McMahan
prioritizing consistent Google Research

{sashank, zachcharles, manzilzaheer, zachgarrett, krush,

. . konkey, sanjivk, mcmahan}@google.com
contributions

Hierarchical FL

Local aggregations at
intermediate nodes before
the central server, reducing
communication burden.

Adaptive Federated Optimization. In /CLR, 2021.

Sashank J. Reddi; Zachary Charles; Manzil Zaheer, Zachary Garrett, Keith Rush,

Model Compression

Reduce update sizes to
decrease communication time,
helping bandwidth-limited

clients.
Peer-to-Peer-FL
Cl i e n tS C O m m u n i C a t e |EEE TRANSACTIONS ON PARALLEL AND DISTRIBUTED SYSTEMS, VOL. 34, NO. 3, MARCH 2023
. GossipFL: A Decentralized Federated
d reCtIy to sha rg model Learning Framework With Sparsified
updates, removing the and Adaptive Communication
central bottleneck. P BaL: Folow, 1E2E and Xaowen Gh' Soirrtbe IEE

LotteryFL: Personalized and Communication-Efficient Federated Learning with Lottery Ticket Hypothesis on Non-IID Datasets. AzXiv preprint, 2020.
H-FL: A Hierarchical Communication-Efficient and Privacy-Protected Architecture for Federated Learning. In [JCA/, 2021

GossipFL: A Decentralized Federated Learning Framework with Sparsified and Adaptive Communication. /EEE Transactions on Parallel and Distributed Systems, 2022 107



Resource-aware FL

RIMEN

* Technical focus: From scheduling clients under resource constraints, towards minimizing communication

to the extreme.

* Applications: Efficient FL deployment in mobile edge / loT / bandwidth-limited networks.

Candidates
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Resource-aware scheduling
Goal: Optimize client participation by considering heterogeneous
compute and communication capabilities.
Strategy: Select clients that can finish within a deadline; assign
different update frequencies.

FedBuff (AISTATS 22)
e Buffered async aggregation; server aggregates K updates as
they arrive.

REFL (MLSys 23)
* Resource-efficient FL; early-exit clients contribute partial but
useful updates.

Local train once — Upload once — Fusion for global model

Local training

Cllent 1 public / synthetic data Global model
;
Cllent 2 Distill or
Fuse
Cllent K Upload
once

Key metric: minimize communication rounds

One-shot FL (OFL)
Goal: Achieve satisfactory model performance with only 1
communication round.
Strategy: Each client trains locally, server ensembles/distills into one
global model.
Co-Boosting (ICLR 24)
* Data and ensemble co-boosting: iteratively improve synthetic
data and ensemble quality together.
FuseFL (NeurlPS 24)
* (Causal view: isolation problem causes spurious fitting.

Progressive block-wise fusion to augment intermediate features.
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Takeaways and Discussions

Federated Learning enables collaborative model training while preserving data privacy, but faces critical
challenges in heterogeneity and efficiency.

Data Heterogeneity: Non-IID distributions across clients degrade global model performance. Strategies
Include local update regularization (FedProx), personalized FL, feature distillation (FedFed), and test-time
adaptation (FedTHE).

System Heterogeneity: Varying compute, communication, and data capacities cause straggler effects.
Asynchronous FL, intelligent client selection (Power-of-Choice), and model compression help mitigate
bottlenecks.

Resource-Aware FL: Minimizing communication is essential for real-world deployment. One-shot FL
(FedDF, DENSE, Co-Boosting, FuseFL) pushes toward extreme communication efficiency via knowledge
distillation and feature fusion.

Open Directions: Scaling FL to foundation models, combining personalization with fairness guarantees,
and bridging the gap between decentralized/hierarchical architectures and practical deployment remain.
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